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Abstract
Modern 3D graphical virtual environments are used in many areas, especially in
training simulators. Testing a graphical environment is usually done by manual
process, where a tester performs a repeating pattern of use and observes the
application responses. With the increased uses of simulators in many fields,
need for a cheaper, faster, and more accurate testing procedure has become
apparent. The focus of this project has been to investigate the elements needed
in an automated test tool for use in virtual environments. Virtual environments,
game engines, scene graph technologies, and automated test tools have all been
studied and evaluated. The investigation showed that in order to realize an
fully automated test tool, it is necessary to implement a working prototype of
a testing framework, that can be applied in industrial use. The prototype must
be used and the results evaluated for determining the requirements for a future
automated test tool, as well as the effects of using the tool.
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Chapter 1

Introduction
This section gives an introduction to the project and report. It presents motivation and vision for the project, and gives a short introduction to IFAD TS
and their software product: IFACTS. Finally, a method of work and a reading
guide, including some important abbreviations and general terms used in the
report, are presented.

1.1

Motivation

Graphical simulators and Virtual Reality (VR) applications are being developed
for many different fields and domains. Graphical simulators are being used in
training facilities in many diverse areas, such as medical training, pilot training,
military training etc. Development of VR applications and simulators are a
complex process, requiring developers to both handle the low-level mechanics of
general software development, such as architecture, patterns dependencies etc,
as well as high-level human-computer interaction interfaces. As usual, with any
development project of a certain size, the chance of getting the product right
on the first try is considered an impossible idea, and an iterative process of
development and evaluation is needed.
Evaluation in a graphical simulator development project can be done in a
number of areas, for example system performance, usability and correctness.
These areas can be evaluated in the usual way, for example usability can be
evaluated formally through qualitative user testing at certain intervals, and
system performance can be evaluated by the developers during development.
Correctness can be evaluated by testing the application for expected responses,
using different software testing techniques and a structured testing approach.
The internal components can for example be tested with automated unit tests,
and the correctness of a human-computer interface in a graphical simulator can
be evaluated by doing manual tests of the user interface.
Manual testing of user interface correctness consists of following a basic
and predefined pattern using the application, and then evaluating a number of
responses by the program. A typical pattern might be:
1. Start the application, which includes setting the needed configuration options of the program.
9
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2. Interact with the application until the application is in the state that
should be tested.
3. Perform the interaction that is to be tested, or evaluated, and observe the
application’s responses.
Such an pattern can become very time demanding, since it involves a real person
interacting with the application in real time. The whole process is inherently
error prone due to the way an exact pattern must be followed manually every
time for the results to make sense. As the application evolves and becomes
more complex, the amount of features to test increases the process of using such
a manual test process only worsen and becomes more and more in-practical
to perform. Additionally, the increased use of simulators in professional fields,
such as military training, only increases the demands of the testing process, by
requiring thorough testing of all features, and accompanying documentation of
tests and results.
Some automated testing techniques are already available in graphical simulation development, such as unit testing, which can be applied to the code in
anormal way, and automated using one of the many existing tools. Some special
considerations for using standard testing tools in simulation development can be
portability requirements, a large amount of third party libraries in the form of
for example game engines, and in general lack of what could be called a testing
culture in simulation development.
Similar to the situation with unit testing, some testing techniques and tools
are available for testing human-computer interaction interfaces, as long as the
interfaces are in a standardized form, such as GUIs. Interfaces in the form
of GUIs are normally distributed as an collection of graphical widgets, such
as buttons, sliders etc. in a library. GUIs can be tested by analyzing the
interface’s widget connections into the underlying code, and invoking methods
in that code, as if a user had interacted with the widget. Even though such
a process is possible, testing GUIs are often associated with difficulties. One
is that the above description of testing is based on the underlying assumption
that the connection between the GUI and the code is already correct when tests
are executed, which might not be the case. Other difficulties arise from the
fact that many GUIs have an infinite input path, which allows the user to press
almost any buttons in almost any order, which results in a huge number of tests
to guaranty correctness under all circumstances. Finally, the way many GUIs
are implemented today, using graphical tools available through IDEs, makes
testing of GUIs by capture/replay tools and increasingly difficult process. Since
the GUI may be refactored and redesigned easily with such a tool, GUIs often
change their layout throughout the implementation process, rendering recorded
mouse clicks at specific coordinates invalid.
Simulators and VR environments do often also make use of human-computer
interfaces which are much more complex than the standard GUIs of most applications. In a graphical environment users interact with the application not
only through standardized widgets, but also through objects in the graphical
environment itself. This might be by touching, rotating or moving objects is
the user’s perceived environment, but also by simply moving the user’s view
point around. Such interaction is not readily implemented in the form of widget
libraries, but instead objects in the environment has access to, and uses, the
application code directly. Naturally this makes the interface very hard to test
Bjørn Grønbæk & Brian Horn
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in an automated way, since objects in the environment and the users actions are
not limited to a predefined set of possibilities as in GUIs. Testing is therefore
bound to be undertaken by real users, or testers, in a manual way.
As described above, the user interface of a graphical environment, simulator
or VR, are not limited to the standardized widgets found in a library. Since
interaction with an user interface usually is a two-way process, the need for
testing, not only user input, but also application output arises. In a typical
GUI application that uses widgets, such output might be text ares being filled
out, dialog-boxes being opened etc, but the situation is not as clear in a fully
graphical environment. In a simulation output, or responses, from the application would typically also be graphical objects. For example moving a certain
object (a lever or a button) might result in the appearance of other graphical
objects (a door or a piece of equipment) as response. The application logic of
such an operation can be tested in the usual way by creating unit test for all
involved code, but the actual verification of objects in the environment are left
to be done in a manual way by a tester.

1.2

Vision

To overcome the problems described in the previous section, it is ultimately
intended to design, implement and evaluate an automated testing framework
especially targeted at graphical simulation development. Such a framework is
intended to help graphical simulation developers use standard testing techniques
in their work, and thus increase their productivity and improve the robustness
and quality of their code.
It is the vision to create a test tool for discovering errors in the 3D graphical
environment. Since an environment in a graphical simulator can be very large,
it would be very hard to discover errors in the environment in an automated
fashion, and it is impossible to simply cover the whole environment with graphical tests. Instead, it is proposed that a graphical test tool in the form of a
regression testing tool could be used. In such a tool errors are discovered by
for instance manual testing, and are reported to the development team. After
corrections have been applied, a test case covering the specific bug is created,
and an automated tool is used to ensure the test is invoked regularly.
The same can be applied in a graphical 3D environment, which is usually
tested by human users running through use cases and scenarios likely to happen. When an error is encountered, it is reported to a test team. If the user’s
testing the application uses a debug version of the simulator, which contains an
automatic parameter and input recording system, it should be possible to record
enough information to re-create the test performed by the user. This mean that
a test team can easily replicate the parameters and configuration of the particular scenario the user was interacting with, and that all the users actions that
are recorded and can be played back. Essentially, a test team is able to replicate
the users behavior exactly, in the exact same simulation. Using this ability a
test team would be able to encounter the same bug in a reproducible way, and
exactly determine a way to identify the bug. The identification could be an
object behaving wrong, having the wrong shape or color, or something third.
By recoding the indication of a bug, an automated test tool should be able
to run the same simulation and discover whether the indications of a bug were
Bjørn Grønbæk & Brian Horn
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present. In this project it is proposed that by using screen shots, captured scene
graphs and recorded streams from a simulation, and by processing those artifacts with image, scene graph and video matching methods, discovering whether
a simulation exhibits signs of containing a bug, would be possible.
Today most testing and project automation tools already allow software development teams to use centralized code repositories, automated testing, scheduled builds and a central reporting facility. A testing framework developed for
use in the development of graphical simulators should be capable of functioning
as part of such a setup, providing development teams with specialized tools that
target simulation development, but which provide services that integrate into
centralized testing and reporting facilities.
To further illustrate the functionality of a testing framework intended for
graphical simulation development, two short hypothetical scenarios are presented in the following. In both scenarios a 20 person development team is
working on a graphical simulation for training of military personnel. The simulation takes place in a virtual environment where a user character, seen from a
bird’s eye perspective, is navigated around in a small urban setting. Figure 1.1
shows an example screen shot. The intention of the simulator is to train soldiers

Figure 1.1: Scenario: Soldier navigating urban environment.
in urban navigation. Initially the soldier is controlled via an AI, and follows a
path through a number of waypoints, until the soldier eventually ends back at
his starting point. Then control of the figure is given to a human user, which
is expected to navigate the same path, without visible waypoints, through the
environment, using only his/her recollection of the previous tour as guide.
The first scenario provides insight into how a graphical regression tool, as
proposed in this project, will help a simulation development test team in the
quality assurance effort. The second scenario is intended to serve as an illustration of why testing and project automation is used in the first place. It describes,
in an exaggerated way, the problems a development team are likely to encounter
when working on projects that have inadequate software engineering processes
and tools in place.
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Scenario: Graphical Regression Testing

In this scenario development are done in an environment using continuous integration and automated testing. The code base of the application is covered with
a thorough number of unit tests, and every developer is capable of executing
all unit tests locally on their workstation. Code changes are tested and checked
into the central version control system at regular intervals, as prescribed by normal continuous integration practices. Upon check-in the code is automatically
checked out by an automated build server, which compiles the code and runs the
complete unit tests suite again. Failures to run are immediately reported to the
team. In this scenario regression testing is used in a normal fashion, and every
previously discovered bug have had a test written and added to the regression
test suite.
After having build a new version of the simulator, tester-A is using a special
debug release for “play-testing” a certain scenario in the simulation. The debug
version of the simulation records a complete log of all configurations and parameters of the simulation when the simulation is started. In addition, a complete
log of all user inputs are captured and stored in a log file. This include mouse
moves, keyboard presses etc. Eventually, the developers notice that a certain
door in one of the simulation’s buildings do not open upon interaction with the
door handle, even though this was suppose to happen. Tester-A notes the error
and stops the simulation.
After reviewing the error report the test team investigates the bug and finds
the cause. To ensure that the bug can not reappear they create a regression
test for that particular error. The parameter and input log are used to execute
the test again, using the buggy version of the simulator, and when the door still
do not open, they store several screen shots of the door being closed after the
door handle has been used. They also store the exact scene graph structure of
the whole scene. After this test, the fixed version of the simulation is run again
with the same input and parameters. This time screen shots of the open door
are captured, and the scene graph is again stored.
The developers upload the reference screen shots and scene graphs to the
graphical regression testing tool, along with the input and parameter logs. The
regression testing tool is automatically executed that night, as it is every night,
and runs through a newly builded version of the simulation using the logs from
previous. At the indicated inputs, e.g. using the door handle, the tool takes
several screen shots and stores the scene graph file. After the simulation has
finished, the test tool compares the screen shots and the scene graphs and stores
a log for the testers.
The next day the testers review the log file. The log indicates that the
captured scene graph file was identical to the scene graph file of the fixed version
of the simulator. Of the 5 screen shots captured, 3 were between 90-95% similar
to the screen shots of the fixed version, while two were only 60% identical. The
testers inspect the screen shots manually, and confirm that they show an open
door, and the values are indicated in the test tool as appropriate. On the next
day, again the testers receive log files from the graphical regression testing tool.
They indicate that all the screen shots taken this night, fall within the values
indicated as acceptable.
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Scenario: Project Automation

In this scenario one of the team members (dev-A), is working on implementing
an improved version of the AI controlling the soldier during his first automatic
navigation of the environment. The team is using a version control system
(VCS) for handling their code, and dev-A has checked out the current code
base, and is working on the parts containing AI fuctionality. Dev-A has learned
from previous experience to use the VCSs locking facility to ensure his code
against changes, and possible conflicts, from other team members. Dev-A has
been working on his changes for 5 days, modifying 30 classes in the process
and adding almost 1000 lines of new code to the classes. Some of the code is
pretty complicated, and some of the methods have become very long, and the
comments are not really updated to reflect the new functionality. After finally
completing his changes, dev-A does a final compilation of his code, something
he has been doing regularly during the changes, and the code still compiles. He
checks in his code, and is done. Time for some free time.
While dev-A has been doing his changes to the AI, dev-B has been working
on a number of improvements to the system that generates the routes that the
AI, and later the human user, should follow, and to the system that evaluates
the users performance. Like dev-A, dev-B has being modifying several classes
and adding additional lines of code to the classes, before checking in her code
after 3 days of developing. Dev-B has also checked her code by making sure it
compiles before checking in the final changes.
Next day, dev-C needs to run the urban demo again, to test some new
graphics. He updates to the latest version of the code, and compiles the project.
But no luck, something is incompatible and the code cannot compile. There
seems to be several errors in different classes, both the AI and in the waypoint
generator. Dev-A and dev-B are identified as the last developers working on
the code and are summoned. Unfortunately, dev-A has left for a few days, and
cannot be reached, so dev-B and dev-C must find out what is wrong. This
turns out to a major undertaking, since the amount of code that has been
changed is large, and there seems to be many places where there is conflicting
code. There is several places where the waypoint generator uses the AI classes,
but where methods no longer fits exactly what dev-B expected to find. After
looking at the AI code for several hours and correcting many of the conflicting
items, the code can still not compile. The AI methods have simply change to
much, and the code is to complicated to comprehend, with methods spanning
several hundred lines in some places, and the documentation is completely out
of synchronization with the actual code. Eventually, the solution is to revert all
changes made by dev-A, since the code has to be compiled, so it can be used
for demonstration. Now the code compiles, but there is still problems. After
several hours of testing, it becomes apparent that the AI behaves strangely in
some circumstances when traversing the environment using the new waypoint
generator. After several hours of checking the new waypoint generator code,
a bug is discovered in a calculation module of the AI, where distance between
objects are calculated. A simple sign error in some simple functions which has
been present in all previous versions, but have not manifested before the new
waypoint generator was implemented. Now the simulator is working.
After several days of taking some time off dev-A returns and finds that his
last five days of work has been reverted. Not surprisingly he is not happy,
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but starts out again, this time with the new version of the waypoint generator.
Fortunately, he can use his old revision which he has checked out again, and
simply modify the AI code, which he understands without any comments, until
the whole project compiles again. When everything compiles, he checks in his
changes, and every thing is good. Unfortunately, it turns out that the new
version of the project is checked out one hour later, compiled, tested and used
for an important demonstration. After running for a while it becomes clear for
both the presenter and the audience that the AI is behaving strangely, and none
of the potential buyers are impressed.
Problems and Solutions
Many things went wrong in this scenario, and there is several implications for
the team. A few techniques recommended in modern software engineering could
have prevented all the problems: continuous integration, unit testing, project
automation and regression testing.
First, the code is checked out and developed in separation for a long time,
essentially splitting the development in two separate directions. With continuous integration this would very early have become apparent and could have
been prevented. Continuous integration is presented in section 4.7. Secondly,
unit testing would have discovered the distance calculation bug as soon as it
was introduced. Additionally, unit testing could have prevented dev-A from
writing the very long methods, and would have served as documentation for
dev-B and dev-C when they were trying to change the code. Unit testing is
presented in section 4.2. Thirdly, project automation would have discovered the
compilation errors as soon as the conflicting code was checked in, and reported
this to the team. Dev-A would not have had the time to leave for several days
before the problems were discovered. Project automation is presented in section
4.8 Finally, regression testing would have prevented the previously discovered
calculation bug to have re-appeared. Even if the bug had escaped unit testing,
regression testing would have made sure it could not have been reintroduced
once it was fixed. Regression testing is presented in section 4.4

1.3

Problem Analysis

This project is undertaken as a preliminary investigation (FORK) into the area
of structured testing, simulation development and graphical interfaces, and is
intended to lead to a Master Thesis project (MASTER), where a testing framework will be designed, implemented and investigated. As such, it is therefor
not the intention of this project to develop a testing framework, but to perform initial investigation of elements that are expected to be included in the
framework.
The work undertaken in this FORK project, is concentrated around several
key elements, which are expected to be fundamental in the design and implementation of a testing framework:
1. The fundamentals of simulation development. This includes a study of
the design of simulators and networked virtual environments. Special
attention is given to military training simulators.
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2. Elements in graphical simulators. Game engines and scene graph technologies are considered, and the Delta3D game engine is studied in more
detail.
3. Structured testing. Advantages of traditional testing techniques and tools,
that are used in software development are investigated, with special focus
on use in simulation development environments. Some traditional GUI
testing techniques are investigated.
4. Project automation. Techniques used in project automation are considered, with special attention on tools used for test automation and reporting.
5. Graphical testing. Initial suggestions for graphical testing techniques are
discussed.
These elements are all investigated, with the intention of: First, understanding
the theory behind modern simulation development, game engines and real-time
graphical rendering. Secondly, establishing relevant testing techniques used in
software development, and their reported effect. Finally, contemplating the
combination of simulation development, 3D graphical interfaces, and automated
testing tools.

1.4

Method

This project has been conducted primarily as a theoretical study of the areas
introduced in the previous sections. First of all many articles about military
simulators, game engines, structured testing and project automation has been
reviewed. Apart from the theoretical studies this FORK project has also been
used as preparation process for the MASTER project. Many subjects and areas
have been investigated with the intention of use in the coming MASTER project,
but not all has been thoroughly covered in this report. Among the topics studied
that are not included in this report are:
• Game development in general primarily based on [Davison, 2005], [Llopis, 2003],
the work of Noel Llopis in general, and game development web sites.
• Getting acquainted with C++ using [Stroustrup, 2002], [Meyers, 2005]
and the very good [Stanley B. Lippman and Moo, 2005].
• Studying practical project management tools, like NAnt, CruiseControl.NET
and SVN on many, many blogs, web sites, forums etc. No single resource
covers these tools in entirety, and no scientific literature bothers with the
actual mechanics of configuring such tools.
Apart from theoretical studies, regular meetings with the project supervisor,
Ulrik Pagh Schultz, have kept the project on track, and provided the initial
inspiration for a method for test 3D graphical applications. Below here is a
short introduction to the company IFAD TS A/S which has graciously agreed to
collaborate as a partner in this project, by providing access to their development
environment, source code, and last but not least, their support and comments.
IFAD is helping this project by providing access to their IFACTS project, which
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serves as a case study used as reference for much of the following discussion in
the report. A more thorough discussion of IFACTS is done in section 5.1.1.

1.4.1

IFAD TS

IFAD TS A/S is a Danish company located in Odense and established as an
Research and Development (R & D) company in 1986 and incorporated in 2004.
IFAD TS has national as well as international customers in the area of modeling,
simulation, and training. IFAD is specializing in the development of advanced
information technology systems and simulation and training systems for commercial as well as defense markets. Organizationally the company is divided into
two areas. One area is focused at traditional software development projects and
consultative services, while the other area is concentrated around training and
simulation systems.
The core expertise at IFAD is in the area of modeling training simulators.
The training simulators provided by IFAD includes: Live, virtual and constructive simulators, and in addition: Team training, distributed simulation,
HLA/DIS and 3D terrain generation.

1.4.2

IFACTS

IFACTS (IFAD Forward Air Controller Training Solution) is a simulation based
solution for Close Air Support (CAS) training developed by IFAD. According
to the press material provided by IFAD, the IFACTS product is a versatile
multipurpose synthetic training environment that is designed to provide Joint
Terminal Attack Controllers (JTACs), pilots and TACP units with the ability
to train and sustain CAS mission team and individual skill sets. IFACTS uses
simulation technology, real-time visual interaction and simulated battlefields to
improve the JTACs opportunities to rehearse target identification, communication and coordination. The environment and surroundings is modeled in a
3D virtual battlefield containing terrain based on standard military maps.The
simulator is designed to operate in stand-alone mode or networked mode for
training entire teams. When running the simulation in networked mode, it is
possible to connect the simulator to other systems using the High Level Architecture (HLA) protocol. Such systems could be aircraft, naval or vehicle
simulators in compliance with the HLA protocol. The simulator is configurable
with work stations for one or several JTACs and pilots, as well as a station for
the instructor if needed.

1.5

Reading Guide

In the following a short introduction to each chapter in the report is presented.
Following the list are sections explaining important concepts that are used in
the rest of the report.
Chapter 1: Gives an introduction to the report. Motivation and vision is
presented, and a few important concepts and terms are discussed.
Chapter 2: Provides background information on networked virtual environments, concepts in military simulators, and finally, an introduction to the
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HLA technology is presented.
Chapter 3: Is a more technical and detailed presentation of game engines in
general, and Delta3D in particular. Some scene graph technologies are
introduced in additional details.
Chapter 4: Introduces key techniques used in software testing techniques used
for quality assurance. Some project automation tools, and software engineering methodologies are introduced.
Chapter 5: Details on the IFACTS project used in future work is presented,
along with an analysis of the use of graphical regression testing tools. An
automated testing setup, using CppUnit and NAnt is shown.
Chapter 6: Summarizes the study performed, and evaluates the process. Some
future research areas are presented, and finally, topics selected for the
MASTER project is presented.

1.5.1

Military Abbreviations And Acronyms

A significant part of the literature studied in connection with military training
and simulation software systems, uses military terminology and is to a great
extend based on different abbreviations and acronyms. To better understand
the following paragraphs, we have included a list of the most common acronyms
used in describing military training system.
• Close AIR Support (CAS): is a terminology used in military tactics
and defined as air action by fixed or rotary winged aircraft against hostile targets that in close proximity to friendly forces, and which requires
detailed integration of each air mission with fire and movement of these
forces [Hawkins, 2003].
• Forward Air Controller (FAC): is usually a soldier attached to a land
force unit and is trained to call in fixed-wing and rotary air support for
the land force units [R.M. Zobarich and Martin, 2007].
• Joint Terminal Attack Controller (JTAC): is a qualified (certified)
service member who, from a forward position, directs the action of combat
aircraft engaged in CAS and other air operations.
• Tactical Air Control Party (TACP): is the principal Air Force liaison
element aligned with Army maneuver units. The mission of TACPs is
to integrate air and space power with the ground scheme to maneuver
and to advise their respective ground commanders on the capabilities and
limitations of air and space power[Jo Garner and Lorenz, 2005].
A comprehensive list of military abbreviations and acronyms can be found in
[1].

1.5.2

Games versus Simulations

Through out this project the terms game and simulation development are used
frequently, and the distinction between game and simulation might not be entirely clear. For example the important Delta3D framework, which is treated
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in detail in section 3.2, is mostly referred to as a game engine, but it is a keycomponent of the IFACTS project, which is described as a simulator. In this
section an clarification of the distinction between games and simulations are
given based Chris Crawford’s work [Crawford, 1984], and followed by a short
overview of how the two terms are perceived in this project.
Simulations in a Game Design Perspective
Crawford describes the difference of a game and a simulation as a difference in
representation. A game is defined as
a closed formal system that subjectively represents a subset of reality
where formal means that the game has explicitly defined rules, and system
means all the parts which interact to make a whole game. When discussing
games vs. simulators, the key difference is in the subjective representation,
which is essential in a game. A game is conceived as a subjective representation
of reality, since the game purposely emphasis on activities that does not directly
mirror the objective world. Basically, this means that a situation in a game does
not need to have any connection to what could be called real life, the situation
just have to be real in the subjective reality1 of the person playing the game. In
contrast to such an subjective representation a simulator is a serious attempt to
represent a real phenomenon in a form acceptable to the users of the simulator.
A simulator tries to be as close to objective reality as possible, only simplifying
reluctantly and in those cases due to computational or material limitations. In
comparison, a game is deliberately simplified to focus the users attention on
details the designers judge to be important. The important difference between
games and simulations, lies in the perceived purpose when developed. A game is
created for entertainment, or sometimes educational purposes, while a simulator
is intended computational or evaluative purposes. In a game clarity and style is
the primary concern, in simulation the primary concern is accuracy and detail,
and it is important to recognize that this distinction is a deliberate choice. A
game is not merely lacking in detail over a simulation, but actively suppress
detail in favor of focus on a broader message from its designers.
Game and Simulation
In this project the focus of attention is the area of graphical simulation development. As described in the previous section, the key difference between game
development and simulation development is the degree of realism, and perhaps
the intended audience. Much of the work in this project focuses not on the areas
of simulations, where these separate them-self from games, but instead on areas
of the development process, and on user interfaces in the traditional sense, and
in more graphical form. Therefore, we do not see any great need to specifically
distinguish between game and simulation development in this project. Both a
game development project and a simulation development project could be seen
as the intended audience of this project, and also of the end product developed
as future work. Both simulation and game developers could benefit from the
added code quality resulting from using a structured and automated test procedure. It could be argued that the intended higher degree of realism, and the
1 subjective

reality is probably the same as a fantasy world, the opposite of real life
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professional audience of a simulation, it would require a higher degree of testing
and stronger quality assurance processes, over game development projects. The
huge audiences of modern video games, coupled with the very large financial investments in such games, and a fast changing marked probably also leaves game
development companies with need for quality assurance, since a failed project
could have very large economical repercussions.
Where appropriate in this report, it is specifically mentioned whether the
topic being described is of game or simulation development relevance. In general,
literature regarding game development, such as the referenced works of Noel
Llopis ([Llopis and Houghton, 2006] and [2]) is treated as valid for the purpose
of simulation development, at least in this project.
Finally, a note about the differences that do distinguish game and simulation
development. The HLA technology, which is introduced later in this report, is a
often used component in simulation development, both for military and civilian
purposes. The use of HLA is not something that any papers or books about
game development are concerned with. This could indicate that while graphical
and user interface issues in game and simulation development is very similar, this
might not be the case when investigating environmental2 and communication
issues.

1.5.3

Traditional GUI vs. Graphical Interfaces

In this project traditional graphical user interfaces (GUIs) and 3D graphical
interfaces embedded in virtual environments are distinguished. A traditional
GUI, or just GUI, is taken to mean an user interface as normally expected
from a standard desktop program. A GUI has standard components, such as
buttons and text fields, and are normally distributed as a library. 3D graphical
interfaces, or just graphical interface, are not standard components, but instead
custom developed objects, in a virtual environment, that the user is able to
interact with. The interaction with the application happens in much the same
way as in a GUI, by binding the graphical object to the underlying code and
invoking methods. The distinguishing factor, is that graphical interface objects
are not part of a standard library, and the binding between user interface and
application logic is custom developed, with the risk of introducing errors.
Even though there is a difference between the two types of user interfaces,
the use of a graphical interface do not exclude the use of GUI elements in
the same environment. Typically, a simulation could present both a graphical
environment, where the user is able to interface with one or more graphical
objects, like a ball, as discussed above, but also present traditional GUI elements
in the same environment. For example in the form of a text area for writing
chat messages, and buttons for sending messages.

2 environmental,

as in the virtual world, not nature
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Virtual Environments and
Simulations
This chapter presents some fundamental concepts in networked virtual environments, that are valuable when working with simulators. Among them are
important subsystems and design choices that developers of networked virtual
environments should be aware of, and some important general concepts are also
explained. Following the general presentation of virtual environments is a more
specific introduction to the world of military simulators, which describes types
of simulators, and the military utilization of simulators in training. Finally,
a short presentation of the High Level Architecture technology used in many
military simulators and virtual environments are given.

2.1

Networked Virtual Environments

A networked virtual environment (net-VE) is a software system in which multiple users interact with each other in real time. Application areas for net-VEs
includes teaching, distributed design, multiplayer computer games and military
simulations. A net-VE typically offer a three dimensional virtual world, or
space, in which users can interact with the world and each other in real time.
[Sighal and Zyda, 1999] offers a thorough introduction to the world of net-VEs,
as well as a good introduction to several important fields of distributed networked virtual environments. In this section important areas of designing and
developing a net-VE is introduced.

2.1.1

Communication Architecture

This section presents the different logical architectures available for developers
of net-VEs, along with their respective advantages and dis-advantages. It gives
a short introduction to the Distributed Interactive Simulation standard, which
is used for performance calculations by [Sighal and Zyda, 1999].
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Distributed Interactive Simulation
Distributed Interactive Simulation (DIS) is a time and space synthetic representation of world environments [Obermayer et al., 1995] designed for linking the
interactive, free play activities of people in operational exercises. The synthetic
world environment is created through the exchange of data from autonomous
nodes, for example in the form of simulators or net-VEs through a communication architecture. The DIS standard is compromised through a set of standards
defined by IEEE, of which the IEEE1995 is a DIS protocol data unit (PDU)
standard. DIS has been some-what replaced by the development of the HLA
standard, which is presented in more detail in section 2.3, but is still in active
development within the IEEE organization according to [Wikipedia, 2008a].
The IEEE1995 DIS PDU has a packet length of 144 bytes and contains information about entities in the net-VE, such as user identification, user location,
user velocity etc. [Sighal and Zyda, 1999, p. 88-89] hypnotizes a situation involving a fixed number of entities, such as planes, ground vehicles and human
users, which all sends PDUs at a fixed rate. On a 10 Mbps network, where saturation is ignored, 8680 PDU packets can be send per second, and if a human
players send an estimated 30 PDUs per second 289 players can be supported.
Other entities such as weapons being fired or vehicles moving, will result in additional PDUs being transmitted, and will decrease the maximum numbers of
player. According to [Sighal and Zyda, 1999] a typical game on a 10 Mbps LAN
would be able to support between 263 to 1085 players. In practise the limiting
factor is not the physical connections, but rather the limitations on processor
cycles for processing the data.
Types of Architecture
Communication architecture in net-VEs range from the simplest two-player architecture which run on a local area network (LAN), and up to much more
complex multiple-client multiple-server architectures, involving numerous players and large networks. When considering communication architecture one has
to consider both the logical flow of information between players as well as the
physical connections and the network hardware. The logical flow dictates the architecture of the net-VE, for example how packet handling subsystem should be
designed and how players can interact. The physical architecture and hardware
must also be considered because these physical restrictions can become the limiting factor in the communication architecture as the network traffic increases
with the number of players and complexity of environments. In the following
paragraphs four different logical architectures used for net-VEs are described.
Two Player LAN This is the simplest and most basic of the VE types. Both
players are on the same local network and messages can be sent between those
computers in a ordered and reliable way, using either TCP or UDP.
Multi-Player Client-Server: In a client-server communication architecture,
each player sends messages to other players via a server, and all players receive
messages from the server. Since the server has the task of processing every
received packet, it quickly becomes a bottleneck of the system, and in general
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slows down the exchange of messages in the net-VE . Additionally, a clientserver architecture introduces a single point for failure (SPF) for the net-VE.
A client-server architecture can help to reduce the amount of traffic that is
being transmitted on the network. This can happen in one or several ways, as
described below:
1. By only sending traffic to clients that have a interest in the particular
message being exchanged.
2. By compressing multiple packets.
3. By eliminating redundant and unnecessary message flow.
Servers are in general introduced in a net-VE communication architecture to
help facilitate some form of accounting or other administrative task. Since
the server introduces possible bottlenecks and SPFs, client-server architecture
should only be employed where a server actively adds value in some form to a
net-VE. In a client-server architecture the number of participants in the net-VE
is usually limited by the computational power of the server, and the network
connection type of the server host. [Sighal and Zyda, 1999, p. 92] estimates
that a server hosted on a 10 Mbps network can accommodate from 1184 to 4883
participants, depending on simulation type, with a latency below 100 ms.
Multi-Player Client-Server With Multiple-Server: In a multiple-server
architecture the limitations on number of participants and complexity stems
primarily from network connection capacity and available server CPU power.
These limitations can be negated by connecting multiple servers in a high speed
infrastructure. In a multiple server architecture each player connects to a single

Figure 2.1: multi-player client-server with multiple-server architecture
server as in the single server architecture. The players connections are distributed between a number of servers, by some means of scheduling, so that
all players cannot connect to the same server. The servers them-self are then
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interconnected by dedicated networks, which allows them to distribute the work
load between them in a practical fashion. The connection between the server
could typically be of a high quality type, like optical fibers, an the machines
connected through several high speed network interfaces each.
Peer-to-Peer: For complete scalability and very large scale network operation, a decentralized communication architecture is required. Even when upgrading multiple-client multiple-server to the limits of existing hardware and
network capacity, the increase in number of players and/or complexity increases
slower than the cost of the equipment. Peer to Peer (p2p) technology transmits packets between machines that subscribe to specific agreed-upon multicast
groups. If a network interface receives a packet in a multicast group it is not
subscribing to, the packet is discarded at the interface, and it does not require
additional resources by neither the operating system or the net-VE application
running on the machine.

2.1.2

Dynamic Shared State

A key consideration in net-VEs is how to make sure the participants keep a
consistent view of the dynamic shared state (DSS) of the common environment
they interact through. DSS management is fundamental to creating realistic environments, providing the common context that makes the virtual environment
into a collaborative or competitive experience.
In its simplest form the information contained in the DSS might be something as simple as the position of the players participating in a net-VE. In more
complex environments the DSS is likely to contain much more detailed information such as positions, velocity, direction, color, geometry etc. of a high number
of entities. If the net-VE allows for a very dynamic world, all of these parameters
may change, and therefore needs to be shared among all participants. The accuracy of the DSS is fundamental in creating a realistic environment, if the state
is not accurate enough, each participant will work independently and lose the
feeling of being in a common virtual world. Maintaining DSS is a problem that
must be considered by the developer, as a choice between realism of the net-VE
on one side, and the available computational resources and network capacity
on the other side. This tradeoff is called the consistency-throughput tradeoff,
and is described in detail below, followed by three different basic techniques for
maintaining DSS, by using:
1. Centralized Repositories - File system, memory or virtual repositories.
2. Dead Reckoning - Prediction methods or convergence.
3. Frequent state regeneration - An intermediate between technique one and
two.
The Consistency-Throughput Tradeoff
The consistency-throughput tradeoff is given by the following quote from [Sighal and Zyda, 1999]:
It is impossible to allow dynamic shared state to change frequently
and guaranty that all hosts simultaneously access identical versions
of that state.
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This means that either a net-VE can be a dynamic world in which information
changes frequently or it can be a consistent world in which all hosts maintain
identical information. The reason for the existence of the tradeoff primarily has
to do with network capacity and network lag.
If a consistent world must be maintained for all hosts, a host sending an
update of its state must wait for all other hosts to receive (and acknowledge)
the update, before performing a new update. The waiting time consists of
transmission time, network lag, waiting for acknowledgement and possible retransmission. This waiting period reduces and limits the update rate of the
whole net-VE. On the other hand, if a frequent update rate is maintained, with
state updates being sent whenever the update occur, regardless of the waiting
time, this may result in a inconsistency between the participants. The sending
host can be several states ahead, while state updates are still in transit to other
hosts. Other participants may be in various states, depending on which update
have reached them on their last read from the network, and may even receive
the updates out of order. This is an increasing problem as more participants
join the net-VE, and the potential for packet collision and lag increases on the
network.
Centralized Repositories
Centralized repositories ensures that all participants in a net-VE have one common and persistent shared state. All participants query the repository for information on any entities that has information contained in the shared state.
Additionally, the repository implements locks so that state values are updated
in the correct order. Several implementations of central repositories exist for
keeping the states in a central servers memory, including for example central
networked file systems like NFS or AFS. Another approach is to use virtual
central repositories where each host has a cache of the repository. The virtual
approach guaranties absolute consistency, while at the same time reducing the
potential network and processing-power bottleneck of a single-server system.
The virtual repository server system can be constructed so that the system is
responsible for reducing network use, by letting the system determine which
updates that need to be send to which clients, based on a subscription system.
The system could also be responsible for maintaining an ownership model of the
net-VE and assigning ownership to entities based on that model.
A draw-back of using centralized repositories is a high communication overhead, with all states changes resulting in heavy communicating of updates so
that a persistent repository can be kept up to date. Additionally, the participants in a net-VE using a central repository can be hampered by the existence
of slow clients on the network. If the processing speed is slow or the lag is high
on a client participating in the network, the rest of the clients can be slowed
down, since all members of the net-VE will have to wait to that client has
acknowledged receiving an update.
Frequent State Regeneration
If a net-VEs does not require the level of consistency that the centralized repository offers, it is possible to utilize a system with less communication and processing overhead. In a frequent state regeneration system, smooth motion is
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valued higher than absolute consistency. Rather than waiting for a update acknowledge from all participants of the net-VE, before doing a new state update,
a client simply broadcasts its entire state, whether updated or not, at a certain
interval. Even though there is no guaranty that all or any of the participants
have received the previous update, the frequent broadcasts of the client state,
should allow the other participants to frequently capture the entire state of the
broadcasting client. The assumption is then, that the frequent re-transmission
will make any inconsistencies that might arise due to lag or packet collisions,
become relatively unnoticeable to a player.
Dead Reckoning
Dead reckoning is a technique for reducing the frequency of sending updates in
a net-VE. In general dead reckoning utilizes several techniques for predicting
the approximate state of an object, without receiving information on the object
from other machines in the net-VE. This happens when a host uses a prediction
algorithm to update the state of an object using information available locally on
the machine, rather than waiting for information from the network. A simple
example of dead reckoning in action are shown in figure 2.2 where a ball is
moving from its initial position at p = (0, 0) with velocity v = (1, 0). Based on

Figure 2.2: Example of dead reckoning
the last actual state obtained at the time 2, the dead reckoning system predicts
the ball to be at the position p = (2, 0) at the time 3.
The dead reckoning system consists of two parts, a prediction technique and
a convergence technique. The prediction technique is used to calculate the ball’s
expected position at the time 3. The convergence technique is used to correct
the ball’s expected position after the actual position becomes known at a later
time.
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Prediction Techniques A common and easy way implementing prediction
is to use derivative polynomials. If the ball in figure 2.2 is considered, the first
order polynomial derivative of the ball’s position is its velocity. By using the first
order equation the ball’s predicted position can be calculated by the following
formula: p′ = p + v ∗ t. Better predictions of the approximate positions can
be obtained by using higher order derivatives, for example by also considering
the balls acceleration. Using a higher order derivative gives theoretical better
predictions, but if the object of interest often changes acceleration it can be
advantageous to ignore acceleration completely, and use a first order derivative
only.
Other prediction techniques include hybrid polynomial prediction, where
the system, among other things, changes between first and higher order derivatives, depending on what is most appropriate. Object-specialized prediction
uses knowledge about object types to predict futures states with higher precision, for example planes are known to move in a certain way, and a special
prediction formula can be made that is highly accurate for planes.
Convergence Techniques The second element in dead reckoning is the convergence technique. In figure 2.2 the ball’s position at the time 3 has been predicted to p = (2, 0), but in reality the ball is positioned at p = (2, 1), perhaps
due to external forces like a player interfering with the ball. For the systems to
maintain a consistent world the ball has to be moved from the predicted position
to the actual position. Convergence techniques determine how the ball’s state
is updated from the predicted to the actual position in an appropriate way.
The simplest form of convergence is simply to move the ball from the wrongly
predicted position to the actual position. Unfortunately this is highly noticeable
to users of the net-VE, when the ball suddenly disappears at one position to
appear at another position with a new direction and speed. Another simple and
better approach is to use a convergence path to move the ball from between the
two positions. Figure 2.3 shows an object being moved from one position on
the currently predicted path to another position on the newly predicted path,
along a linear convergence path. Instead of moving the ball instantaneous from

Figure 2.3: Linear convergence
predicted position one to actual position one, the ball’s path is changed so the
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ball will arrive at predicted position two at the right moment.
Even though linear convergence is a better approach than simply shifting the
position of the ball, the sudden change in direction may be quite noticeable to
the user of the net-VE. Other techniques utilize more sophisticated curve-fitting
techniques, like quadratic convergence or a cubic spline technique. Cubic spline
results in the smoothest transition between positions, by creating a path along
the previous position, the currently predicted, the convergence point and the
next predicted positions, but is also the most computational expensive technique.

2.1.3

Systems Design

This section introduces fundamental software architecture issues in the development of net-VEs. An review of single and multi-threaded design in virtual
environments is given, and a important subsystem for collision detection is introduced.
Single Thread
In the simplest implementation of a net-VE a single thread or process runs
through a loop, called the event loop cycle, which consists of a number of activities that must be performed during each cycle. The cycle typically includes
the elements shown in figure 2.4, where initialization is a one time activity,
while the other activities are performed in cyclic manner until the simulation
stops. In general the program during the event loop read device inputs, compute
state changes, read network inputs, compute state changes, do computational
modeling, broadcast changes in the model to network, and finally update the
screen. This is a normal process in many games and simulations, and are also
described in technical details by for example [Davison, 2005], and can be done
quite simply. The breaking point of such an architecture is the lag or delay
that is acceptable to the end-user. If the event loop cycle time exceeds 100 ms
the lag becomes noticeable to the user in the form of lack of smoothness in the
net-VE. The lag prevents the user from controlling objects and his/hers view
point in the world in a precise and smooth manner, and rendering on screen is
also affected. If the user is wearing a head mounted display there is a great risk
of getting motion sickness, while using a normal monitor will simply just result
in an unusable system.
In general much lag is introduced due to the input devices because of the
delay involved in reading data from such devices. The delay is due to slower
CPU’s in many input devices, data transfer rates and signal processing delays.
In comparison, the computation of state changes due to the input is usually
much faster, and control can quickly be given to the next element in the event
loop. Reading data from a network interface can also be a process that is prone
to delays, much as with the input devices. Most reads from a network interface
is done through the running operating system kernel, and is outside the control
of the simulation querying for data. Even if no data is available the delay
might still be noticeable in the event loop. The state change computations
from the previous step are again computed from the input data, and control
passed on. The length of the computational modeling step is varied depending
on the requirements of the simulation. The more computations that are need
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Figure 2.4: Single-thread net-VE
due to high complexity in the net-VE, the longer the delay is. Posting changes
calculated from the modelling to the network interface will introduce the same
delay as reading from the interface, since the OS again will be involved in the
process. Finally, the update to the screen are also as computational expensive
as the simulation requires, and high details naturally lead to a more expensive
process.
The rendering process can often be helped by dedicated graphics hardware,
designed for this purpose, which will speed up the process, and similarly the
modeling speed can also be increased by using a CPU wither a faster speed.
The same effect can be achieved by decreasing demands on the rendering and
modelling, but this will lead to a degrading simulation quality. Eventually the
data input and output operations become the bottlenecks in the design, and
there is no way of eliminating these elements from the event loop.
Multiple Threads
The solution to the problems described in the previous section is the introduction of a multi-thread system. In a multi-threaded system the elements on the
event loop, shown in figure 2.4, are grouped into individual subsystems, which
are given a thread each. That way, a bottleneck is only capable of blocking the
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subsystem that it is a part of, while other subsystems can keep performing operations. Figure 2.5 shows the event loop with elements grouped into subsystems
and each subsystems event loop.
Input
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Figure 2.5: multi-thread net-VE
Multi-threaded design are the best solution to the problems described in
the previous section, but naturally comes with its own complications. First of
all, the architecture of the net-VE must allow the system to be broken down
into subsystems as shown on figure 2.5, and the threads must also be properly
balanced, so that they use the available resources optimally. The subsystems
utilizes a shared memory architecture to store results of computations and to
communicate between each other. Shared memory can be used in parallel by
each subsystem, but must be protected by some scheme, like semaphores, to
ensure data consistency.
The input subsystem allows input to be read from slow devices and calculated without inflicting delay on the other subsystems of the application. If the
input system is reading from more than one input device, the subsystem could
run on more than one thread, again ensuring that one or more slow devices do
not delay other devices. The net read subsystem can be implemented in a number of ways, but in general read packets of the network (through the OS) as fast
as possible. The packets can either be read on at a time and then processed, or
the subsystem could read all available packets and then process them all in one
go. The last method allows greater throughput in the subsystem because duplicate and obsolete packets can be discarded prior to processing, but may result
in delays being introduced if the subsystem is overwhelmed by a large amount of
network traffic, which then leads to lag in the application. The computational
subsystem implementation is entirely application dependant. It could itself be
multi-threaded as well, it could run on different physical machines or it could
simply be a single thread. One approach is to have one thread running the
computational modeling, while another thread runs a dead-reckoning computation. That way, if the modeling takes more than the maximum 100 ms, the
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dead-reckoning thread can be used to give intermediate information, while the
main computational thread completes its calculations. The display subsystem
runs a single thread in its simplest form, which updates the display with a data
read from the shared memory. A more advanced system may use several threads
that each are responsible for their own specific operation, for example by running processes know as culling and level-of-detail. Culling is a process which
allows a net-VE application to decrease the number of polygons to be drawn,
and level-of-detail is a technique for determining the needed number of polygons
to be drawn based on distances between object. Both techniques are described
further in section 3.1.2 and 3.1.5 respectively. The net write subsystem post
updates from the application to the network. While a simple approach is to
post any changes in the net-VE to the network as fast as the subsystem allows,
the subsystem could use a more advanced approach. By actively minimizing
the number of packets send, the subsystem helps minimize the traffic on the
network, and thus the number of applications, or instances of the net-VE, that
can use the same net is increased.
An important consideration when utilizing multiple threads is that the overhead associated with managing and running multiple threads, must be less than
the performance increase gained by a multi-thread system over a single-thread
system. This is also important in for example the display subsystem, where the
process of culling and level-of-detail must result in a decrease in drawing time,
that are greater than their own time consumption during calculation, or the
effect is wasted.
Collision Detection
Collision detection is a crucial problem in a net-VE where users should be capable of interacting with objects by touching them. The touch, or collision, of two
objects involves first detecting that two or more objects have collided, which
objects are involved, and where they are touching each other. All these things
must be handled by an collision detection solution that must run in real-time.
Historically, real-time detection of collisions in net-VEs where simply ignored,
due to the complexity of the task, but as the need has arisen for a more immersive experience in net-VEs this is no longer an option.
Real-time collision detection solutions for virtual environments can be divided into two types: polygonal models and hybrid approach, where hybrid
approach are again divided into fast-accurate types and fast-approximate types.
Below is a very short introduction to the hybrid collision detection technique,
but a more detailed technical description can be found in [Eberly, 2001].
Fast-Approximate Collision Detection The fast-approximate collision detection is used in environments where the exact location of the collision is of
minor importance, compared to the detection of the fact that a collision has
taken place. This could be in net-VEs where the collision of vehicles with people, buildings and trees are interesting, or where vehicles being hit by fire from
other units are a primary concern. In such an environment the actual location
where the explosive round hit the vehicle is of little concern, since the vehicles
is disabled no matter what. In a fast-approximate collision detection system,
collision is basically found by first evaluating if the object under investigation,
called the ownship, has collided with a static object like a building. This done
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by investigating the grid of the world that the ownship is currently present in.
It is checked that the ownship is below the height of the highest static object,
and if that is the case the ownship is checked for collision with the static objects
using cylindrical bounding boxes. If any of the bounding boxes overlap an collision has taken place, and the collision detection system reports to the ownship
that collision has taken place.
After checking for collision with static objects, collisions with other moving
objects must tested. Again the distance between the objects bounding boxes,
combined with a few additional calculations, are used to detect a collision. If
collision has occurred both objects are notified about the detection, and it is
then left up to the entity controlling the object to decide on an appropriate
action.
Fast-Accurate Collision Detection A fast-accurate collision detection is
used where the exact intersection of colliding objects are needed. This is true
in cases where for example a virtual hand presses a button, or otherwise interact with the net-VE in a precise matter. Fast-accurate collision detection
is significantly more complex than detection in the fast-approximate approach,
utilizing several mathematical properties of 3D objects. One is the property
that if bounding boxes of 3D objects collide, their projections on the x,y and z
axes overlap. This can be investigated in a computationally cheap way, but has
to be followed up with more advanced investigations to detect exactly where the
two objects are colliding.
Special net-VE Considerations Even though hybrid real-time collision detection is possible and implemented in a net-VE, the network architecture of
the environment presents special problems when dealing with collisions. First
of all neither the DIS or the HLA standards specifies what kind of detection
technique that a client in a net-VE must utilize. If two clients uses different
detection methods, their response to a collision may be very different, to the
point that one might not even acknowledge the collision.
In addition, the distributed nature of a net-VE might result in consistency
problems when detecting collisions. For example a client may be using deadreckoning for predicting where an object is currently located. If collision with
that object is detected, this is typically reported to the object’s controlling
client. But since the objects positions is determined through dead-reckoning,
the objects actual position might be different on the controlling machine, and
the collision might not have taken place on that client machine. When the
controlling client receives a message that one of its objects have been involved
in a collision, that it knows to be incorrect, it has to decide on an appropriate
reaction. In reality both clients may even be wrong, since both are likely to be
using dead-reckoning techniques, so the easiest solution is just to acknowledge
the collision sent by one of the parts in the perceived collision. But since one
of the clients did not initially detect collision, the affected object might already
have done several subsequent actions, after the collision took place. Those
actions cannot be rolled back, since they might be affecting other clients again,
even if they are logically undertaken and controlled by an object that no longer
exists.
Finally, detection of collisions might happen between frame updates on the
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client’s screens. If the objects that collide are moving fast, like planes, it is
very possible that the real-time detection of their collision happens between
the relatively slow frame rate which the clients display is update with. This
becomes an even greater problem if lag is somehow introduced in the screen
updates. Some systems simply choose to ignore collisions taking place between
such time steps to reduce the complexity of handling collisions.

2.2

Military Training Simulation

This section provides background information on how simulators are used in
military training systems. The applications of simulations are many and varied.
Perhaps best known is the use of computer simulation for the purposes of training military operators. Flight simulators with high fidelity image generators are
a well known example of a training based application of simulation and there
has been a large amount of work in the area of simulating military air operations. There is also research being done into war-gaming for the purposes of
providing advice for acquisitions, or for developing military tactics and concepts
of operations [Papasimeon et al., 2007].

2.2.1

Categories In Military Training Simulations

Modern military operations involves thorough planning and extensive training
of the leaders and soldiers that ultimately have to execute the operations. A
significant amount of the time done in preparation of an operation is used in
simulating the various strategies and tactics in a computer controlled environment. The computer controlled environment acts as a simulator, simulating a
virtual scenario of the actual operation. Military operations are seldom successful by accident. Leaders and soldiers spend years training for such contingencies.
This training process increasingly includes time working with simulations and
simulators. The purpose of these is to place soldiers in situations which replicate those they will experience in actual combat, to stress their reactive and
decision making capabilities, and to give them opportunity to make mistakes in
an environment where the consequences are not lethal. The military defines any
training that is not real combat to be simulation. This has lead to a division of
simulators into three broad categories [Temizer, 2007] and [Smith, 1995]: Live,
virtual and constructive
Table 2.1 gives an overview of how participants and systems are related to
the different simulation categories.
Category
Live
Virtual
Constructive

Participants
Real
Real
Simulated

Systems
Real
Simulated
Simulated

Table 2.1: Simulation types used in military training systems.
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Live Simulation
Live Simulation involves real people operating real equipment and real systems.
Roughly speaking, the only difference between Live Simulation and the real
thing, is that some of the personal involved in the simulation, knows that the
scenario has been staged. Whether this knowledge affects the outcome of the
simulation, depends on the people involved and the type of training scenario.
The primary advantage of applying live simulation instead of other simulation types, is the close similarity to a real scenario. The primary disadvantage
of live simulation is the cost involved in staging the scene and creating the
surroundings in which the training is performed. Live military simulation in
particular is often expensive due to the materials being used.
Virtual Simulation
Virtual Simulation is similar to live simulation except that the equipment is replaced with simulated mock-ups and the battlefield is generated by a computer.
In these simulators soldiers practice many of the same skills and tactics as in
live simulations, but at a much lower operational cost and with greater freedom
to take risks. Since the battlefield is modeled by a computer it can be made to
look exactly like that on which the trainee expects to operate. Live simulations,
on the other hand, are limited to the terrain that can be found naturally at
training sites.
Constructive Simulation
Constructive Simulation, also known as war gaming, derives its name from the
fact that the pieces operating on the battlefield are not individual entities like
tanks and air crafts, but a construction of many different types of equipment
into a single aggregated unit like an armor company or artillery battery. Live
and Virtual simulation are used to train individuals operating equipment, where
equipment is in turn controlled by leaders in command posts who see the battle
in a more abstract form. Constructive simulation allows these commanders to
train situations and make decisions under stress of time and limited resources,
which is the situation often found in actual combat.
Constructive Simulation involves simulated people operating simulated systems. Real people stimulate, by providing inputs to such simulations, but are
not involved in determining the outcomes.
Simulation Hybrids
According to [Davis, 1995] the breakdown into the classes live, virtual and constructive is not altogether satisfactory, since simulations, including war games,
may fit into more than one of these categories. Figure 2.6 shows hybrids with two
or all three categories of simulation operating together in a distributed setup.
Such Simulation Hybrids are often used in military training simulations because
of the possibility to use distributed technology to link different simulators together from geographically distributed sites. In many cases military simulators
start out as a self contained entity, categorized as either a Live, Virtual, or Constructive simulator. A simulator, which in the beginning fits into one of these
categories, is often transformed into a hybrid as more complex and demanding
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Figure 2.6: Overlap of generalized simulation categories.
features are required. According to [Davis, 1995] this transition, is accomplised
by connecting simulators of different categories into a hybrid by makeing the
simulators support a protocol for distributed simulation, like HLA or DIS. This
approach makes it possible for different companies to couple their simulators
together resulting in a hybrid simulator with increased functionality.

2.3

High Level Architecture

A simulator can be used as an isolated software component responsible of modeling a certain limited part of reality. But like any other software system, simulators evolve as the users demand more advanced features not initially included
in the application. A way to account for such effects, is to build the simulators
according to some common architectural specifications. By doing that, it becomes possible to couple different simulators together and in that way achieve
a broader field of application.
The following describes the High Level Architecture (HLA) and the RunTime Infrastructure (RTI). Both technologies are used extensively in military
simulation. The High Level Architecture (HLA) is an object-oriented approach
to distributed simulations developed by the US Department of Defense under
the Defense Modeling and Simulation Office (DMSO). The HLA is intended
to address the issues of reuse and interoperability of simulations. Reuseability
means that component simulation models can be reused in different simulation
scenarios and applications. Interoperability means that the reusable component
simulations can be combined with other components without the need for recoding. Although, the HLA was developed for use in military application, it
appears to have great potential for civilian applications. Sharif Melouk has
written a PhD thesis about using the HLA in transportations systems modeling
[Melouk, 2003] and IFAD use HLA in non-military simulators [3].
The Run-Time Infrastructure (RTI) software is the backbone of any distributed simulation system developed within the HLA framework. It is essenBjørn Grønbæk & Brian Horn
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tially an operating system that provides services to the federates (simulators)
participating in the distributed environment.

2.3.1

Components Of The HLA

The motivation behind HLA is based on the premise that no one simulation can
satisfy all uses and users, according to [Dahmann et al., 1997]. An individual
simulation or set of simulations developed for one purpose can be applied to
another application under the HLA concept. HLA uses two terms extensively,
federate and federation. These are defined as:
Federate: A HLA compliant simulation.
Federation: Multiple simulations connected via the RTI.
The HLA is defined by three components: Federation Rules, the HLA Interface Specification, and the Object Model Template, which are presented in the
following.
Federation Rules
The federation rules consist of ten rules that describe the behavior of federates and their interaction with the RTI. Five rules relate to the federation and
the other five relate to the federate. These rules are specified by DMSO and
simulation development must follow these rules in order to be HLA compliant.
Federation:
1. Federations shall have an HLA Federation Objects Model (FOM),
documented in accordance with the HLA Object Model Template
(OMT).
2. In a federation, all representation of objects in the FOM shall be in
the federates, not in the RTI.
3. During a federation execution, all exchange of FOM data among
federates shall occur via the RTI.
4. During a federation execution, federates shall interact with the RTI
in accordance with the HLA interface specification.
5. During a federation execution, an attribute of an instance of an object
shall be owned by only one federate at any given time.
Federate:
6. Federates shall have an HLA Simulation Object Model (SOM), documented in accordance with the HLA OMT.
7. Federates shall be able to update and/or reflect any attributes of
objects in the SOM and send or receive SOM object interactions
externally, as specified in their SOM.
8. Federates shall be able to transfer and/or accept ownership of an
attribute dynamically during a federation execution, as specified in
their SOM.
9. Federates shall be able to vary the conditions under which they provide updates of attributes of objects, as specified in their SOM.
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10. Federates shall be able to manage local time in a way that will allow
them to coordinate data exchange with other members of a federation.
HLA Interface Specification
The interface specification controls how the federates interact with the federation and each other. The specification is comprised of six management areas:
federation management, declaration management, object management, ownership management, time management, and data distribution management.
Federation Management This management area contain several services
that any HLA federate must be capable of performing. The mandatory services
are the following: crating a federation, joining a federation, resigning from a
federation, and destroying a federation.
Declaration Management This management area describes the publication
and subscription functions of the HLA. Federates are able to produce object
instances or interactions. Each federate must declare exactly what it is able
to publish, or generate. Each federate must declare exactly the instances and
interactions in which it wishes to subscribe.
Object Management This management area includes registering, discovering, and deleting object instances, and updating and reflecting object attributes.
Federates introduce object instances to the federation via a registration process.
However, attribute values for the instance are not provided until a separate, second step is performed. This is done via update and reflection methods.
Ownership Management This management area describes how federates
update and delete object instances. Object instances may be fully owned by
one federate that would be responsible for updating the attributes associated
with the object or for deleting it. Multiple federates may share responsibility of
updating an object’s attributes. In this case, each of the participating federates
has the responsibility of updating a certain set of the attributes. Additionally,
each participating federate has the right to delete an object instance. Federates
may also exchange attribute ownership by attempting to push ownership on
another federate or by attempting to acquire ownership of an attribute from
another federate.
Time Management This management area presents the methods the RTI
uses to manage time advances during a federation execution. This is an optional
service, but would be mandatory in federations where time synchronization is
demanded.
Data Distribution Management This management area describes how
data can be efficiently routed during a federation execution. Routing spaces
are used further isolate publication and subscription interests. Data distribution management is an optional service.
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Object Model Template
The OMT provides a common method for recording information and establishes
the format of key models. These models are the Federation Object Model (FOM)
and the Simulation Object Model (SOM). The key features of the two are listed
in the following:
Federation Object Model:
• One per federation.
• Introduces all shared information like objects, attributes, and interactions in a federation.
Simulation Object Model:
• One per federate.
• Presents objects and interactions which can be used externally.
• Focuses on the internal characteristic of the federate.

2.3.2

Run-Time Infrastructure

The RTI has three components: the RTI Executive process, the Federation
Executive process, and the libRTI library. The RTI Executive process is a
globally known process that manages the creation and destruction of Federation
Executive processes. Each federate within a particular federation communicates
with the RTI Execution process to initialize RTI components. The Federation
Execution process manages the federation in that it allows federates to join
and resign from a federation. It is also responsible for data exchange between
participating federates. The libRTI is a C++ library that provides the services
described in the HLA specification.
Information about using RTI together with HLA in simulations is found in
[4], which also contains more specific technical details about the C++ classes
and methods in the two frameworks.
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Chapter 3

3D Graphics and Simulation
Engines
This chapter gives an overview of 3D graphics and simulation engines used in
todays virtual environments. The chapter starts with a general introduction to
the concept of simulation engines, or as they are more commonly referred to,
game engines. This is followed by a section introducing an actual game engine,
the open source Delta3D engine which is utilized in the IFACTS project. Finally,
an introduction to scene graph techniques in general along with three different
implementations is presented.

3.1

Game Engines

This section gives an introduction to game, or simulation, engines in general and
introduces some of the important subsystems and responsibilities in a game engine. An important part of this preliminary investigation is about 3D graphics
in military training simulators and how the graphics contained in such applications is tested and verified to be correct. To accomplish this task it is necessary
to investigate on of the core software components that constitutes a 3D simulator, namely the graphics engine. There exists graphics engines for which the
sole purpose is to create and render 3D graphics models created in modeling
applications like Autodesk 3ds and Blender, just to name a few. Although, such
engines exists they are rarely used in isolation. Instead more compiled engines
are used. Such engines are known as game engines.
Game engines, or more generally a real-time computer graphics engine, is a
complex entity that consists of more than simply a rendering layer that draws
triangles. A game engine must deal with issues of scene graph management
as a front end that efficiently provides the input back to the renderer. The
engine must also provide the ability to process complex and moving objects in
a physically realistic way. The engine must support collision detection, curved
surfaces as well as polygonal models, animation of characters, geometric level
of detail, terrain management, and spatial modeling.
A game engine is responsible for managing the data and artistic content of
the game and deciding what to draw on the screen and how to draw it. The
decisions are made at both a high and a low level. The high level decisions are
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handled by the game AI and by the scene graph management system. The low
level decisions on what and how to draw is determined by the renderer. The
responsibility of the renderer can according to [Eberly, 2001] be summarized to
the following:
1. Camera model
2. Culling and Clipping
3. Rasterization
4. Animation
5. Level of detail
6. Terrain

3.1.1

Camera Model

The camera model ensures that processing of objects only occurs if the objects
is in a region of space called the view volume. All object that are completely
outside the view volume are not processed, such object are said to be culled. All
object totally inside the view volume are processed for display on the screen.
Objects that intersects the boundary of the view volume must be clipped against
the boundary, then processed on the screen. The display process includes projection onto a view plane. Moreover, only a portion of the view plane can be
displayed on the screen at one time. A rectangular region of interest, called a
viewport, is selected for displaying. Most game engines uses a so called perspective projection, where an infinite pyramid is formed by the eye point as a
vertex and four planar sides, each side containing the eye point and an edge of
the viewport. If the pyramid is limited by two planes, both parallel to the view
plane, the resulting view volume is called a view frustum. The parallel plane
closest to the eye point is called is the near plane and the plane farthest from
the eye point is called the far plane. The combination of an eye point, a view
plane, a viewport, and view frustum is what constitutes a camera model, which
is shown in figure 3.1.

3.1.2

Culling and Clipping

Culling and clipping of objects reduces the amount of data sent to the rasterizer
for drawing. Culling refers to eliminating portions of an object, possible the
entire object, that are not visible to the eye point. For an object represented
by a triangular mesh, the typical culling operations determine which triangles
are outside the view frustum and which triangles are facing away from the eye
point. Clipping refers to computing the intersection of an object with the view
frustum, and with additional planes, so that only the visible portion of the
object us sent to the rasterizer.
Culling
Object culling involves deciding whether or not an object as a whole is contained
in the view frustum. If an object is not in the frustum, there is not point in
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Figure 3.1: View frustum showing a polygon projection from world space to
screen plane.

consuming CPU cycles to process the object for the rasterizer. Typically, the
application maintains a bounding volume for each object. The idea is to have
an inexpensive test for non-intersection between bounding volume and view
frustum that can lead to quick rejection of an object for further processing. If
the bounding volume of an object does intersect the view frustum, then the
entire object is processed further even if that object does not lie entirely inside
the frustum.

Clipping
Clipping is the process by which the front facing triangles of an object in the
world are intersected with the view frustum plans. A triangle either is completely inside the frustum (no clipping necessary), is completely outside the
frustum (triangle is culled) or intersects at least one frustum plane. In the last
case the portion of the triangle that lies on the frustum side of the clipping plane
must be calculated. That portion is either a triangle itself or a quadrilateral
that is partitioned into two triangles. The triangles in the intersection are the
clipped against the remaining clipping planes. After all clipping planes have
been processed, the renderer has a list of triangles that are completely inside
the view frustum.

3.1.3

Rasterization

Rasterization is the process of taking a geometric entity in screen space and
selecting those pixels to be drawn that correspond to the entity. The standard objects that most engines rasterize are line segments and triangles, but
rasterization of circles and ellipses are also possible.
Bjørn Grønbæk & Brian Horn
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Animation

An important responsibility of game engines are to provide support for animation. The need for displaying characters, vehicles and other objects in various
positions at different points in time is often found in games and simulations.
These requirements are fulfilled by adding support for animation in the game
engine.
Modern 3D games has scenes composes of 300000-500000 polygons and in
extreme cases the scenes extend one million polygons [5]. Such detailed scenes
require significant processing power for real time rendering. Smooth animation requires approximately 30 frames per second [Kenneth E. Hoff, 1997] with
such complex scenes this frame rate can be hard to achieve with a single CPU
responsible for both AI processing and display rendering. To overcome these
restrictions one or more graphics processing units (GPUs) can instead be used
to relieve the CPU from spending cycles rendering graphics and leave this to
the GPUs. The article [Sibai, 2007] analyzes the scaling of the 3DMark benchmark with CPU frequency, number of CPUs, number of GPUs, and number
of threads supported by the hardware. The results reveal that the benchmark
scales well indicating that 3D games and 3D simulators if implemented with
multiple physics and AI threads should show good scaling too on multi-CPU
and multi-GPU platforms.
In character animation, where an articulated figure changes position and orientation over time. The quantities to be controlled are the local transformations
at the joints of the figure. Two standard approaches to animating a character
are key frame animation and inverse kinematics.

Key Frame
Key frame animation requires an artist to build a character in various poses;
each pose called a key frame. Each key frame changes the local positions and
local orientations of the nodes in the hierarchy. When the character is animated,
the poses at the times between key frames are computed using interpolation.
Key frame animation is effectively an interpolation of translational and rotational information over time. Interpolation of translational information is
simpler compared to interpolation of rotational information. A node to be used
for key framing has a local translation and a local rotation, just like any other
node in the system. The transformations are procedurally updated using a key
frame controller. The controller is an implementation of linear interpolation or
spline interpolation
One potential problem with key frame animation is that the local transformations at the nodes are interpolated in a relatively independent way. Interpolation at one node is performed independently from interpolation at another
node, which can lead to artifacts, such as stretching of character components
that normally are considered to be rigid. For example, the local translations of
a shoulder node and elbow node are interpolated independently, but the length
of the arm from shoulder to elbow should be constant. The interpolation do not
guarantee that this constraint will be satisfied.
Bjørn Grønbæk & Brian Horn
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Inverse Kinematics
An alternative method for animation is to use inverse kinematics. Constraints
are placed at the various node - constraints such as fixed lengths between nodes
or rotations restricted to planes with restricted ranges of angles. The only
interpolation that needs to occur is at those nodes with any degree of freedom.
For example, an elbow node and wrist node have a fixed length between them,
and both nodes have rotations restricted to planes with fixed range of angles.
A hand node is attached to the wrist and has three degree of freedom. The
hand can be moved to some location is space; the wrist and elbow must follow
accordingly, but with the mentioned constraints.

3.1.5

Level Of Detail

Rendering of a detailed and complex model that consists of thousands of triangles looks good when the model is near the eye point. The rendering of
such a model is often time consuming, but the time cost is compensated by the
smoothness and visual quality of the model. However, when the same model is
far from the eye point, the detail is not that noticeable because the screen space
coverage of the rendered model might only be a few pixels. In such a situation,
the trade-off in computational time versus visual quality is not worth the effort.
A common approach to dealing with such issues is using a technique know as
level of detail (LOD), which can be implemented in several ways.
Figure 3.2 shows the basic principle of LOD. Once a bounding volume’s
set of polygons is determined to be in view and therefore should be drawn,
then another computation must be made. The purpose of this calculation is
to determine how many pixels the final set of polygons actually cover on the
screen. The main reason is that it is unnecessary to draw a large number of
polygons if they only cover a handful of pixels. The LOD decision presupposes

Figure 3.2: Levels of detail and the view volume. Illustrated according to
[Sighal and Zyda, 1999, page 163].
that there are multiple sets of polygons to choose from. One choice is to draw the
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complete set of polygons assuming that all objects are close to the viewer, while
another choice might be to draw half the polygons reasoning that all objects are
a medium distance from the viewer, and yet another choice might be to draw
for instance one-fifth of the objects assuming that all objects are far from the
viewer.
Sprites And Billboards
The simplest form of LOD involves two-dimensional representations of threedimensional objects, called sprites or billboards. These are prerendered images
of three-dimensional objects. The idea is that the time it takes to draw the
image as a texture is much less than the time to render the object. In a threedimensional environment, sprites are useful for software rendering simply because of the reduction in the time to draw. However, sprites can be spotted in
a rendering if they represent objects that are close to the eye point or if the eye
point moves. The image gives the impression that the object is not changing
correctly with eye point location or orientation. The visual deviation due to
closeness to the eye point is softened if sprites only are used for distant objects,
for example, trees drawn in the distance.
The visual anomaly associated with a moving eye point can be rectified in
two ways. The first way is to have a set of prerendered images of the object
calculated from a set of predefined eye points and orientations. During application execution, a function is used to select the appropriate image to draw based
on the current location of the eye point. The second way is to allow a single
prerendered image to change orientation depending on eye point location and
orientation. In this setting the sprite is called a billboard [Eberly, 2001] and
[Shade et al., 1998].
Discrete Level Of Detail
Another approach to a LOD solution is to construct a sequence of models where
the triangle count decreases over the sequence. The sequence is assigned a
center point that is used as a representative of the centers of all the models.
The model with the largest number of triangles is drawn when the LOD center
for that model is close to the camera. As the center point moves further away
from the camera, at some preselected distance the current model is replaced by
the next model in the sequence. The word discrete refers to the fact that the
number of models is a small finite number. The advantage of discrete LOD is
the simplicity of the implementation. The disadvantage is that an artist must
build all the models.
Continuous Level Of Detail
An alternative to discrete LOD is continuous level of detail. The two approaches
have a lot in common, but a the advantage of using a continuous LOD algorithm
over a discrete LOD algorithm, is that no additional graphical work is required
to build additional models of the scenes.
LOD rendering for any mesh can be described as the process of generating
a finite number of representations of the same mesh, each at a different LOD.
Representations of three-dimensional objects that have high degree of detail require polygons compared to three-dimensional objects with less degree of detail,
Bjørn Grønbæk & Brian Horn
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which require less polygons. At any given time an algorithm would determine
which of the pre-computed mesh representations that should be used based of
the desired LOD. Switching between representations can produce a visual popping effect, since the there exists a possibility that more detail suddenly appear
or disappear in a narrow time step.
Continuous LOD is a LOD approach which can determine exactly how many
polygons to use for requiring a desired LOD, where the LOD is specified in a
pre-selected interval. Continuous LOD algorithms eliminate the popping effect
when changing the desired LOD since the changes in polygon usage are gradual. Real-time continuous level of detail is any algorithm that renders a mesh
while allowing a user to dynamically modify the desired LOD for each frame
at run time. For example, a real-time continuous LOD algorithm for height
fields is one that allows a character controlled by the user to navigate around a
terrain while continually rendering the area close to the user with a high LOD.
Regions of the terrain further and further from the user would be rendered
with less and less detail. The scene is dynamically updated each frame as the
user moves around in the terrain environment. An often used algorithm for
continuous LOD rendering in game engines is the Garland-Heckbert algorithm
[Garland and Heckbert, 1997].

3.1.6

Terrain

Many games and simulators are based in an outdoor environment. For example
flight simulators test the operator’s skills at flying airplanes or jets. The missions are based on accomplishing goals such destroying other planes or bombing
various targets. During each mission the planes is flying over terrain, whether
sea or land, and it is important that the terrain look realistic. In such cases the
extend of the world can be quit large and requires significant amount of modeling. Moreover, at run time this data needs to be effectively managed. A terrain
system in a game engine has the job of supporting both the modeling process
and run-time management. Terrain data is typically represented as height values sampled on either a rectangular lattice or a network of triangles. In either
case the data sets tend to be large and make it difficult to render at real time
rates for two reasons. First, the terrain data cannot fit entirely in memory, so it
needs to be loaded from disk. Second, the renderer must process a large number
of small triangles corresponding to distant terrain.
A way to overcome these difficulties is to use triangle reduction, where the
terrain is divided into multi-resolution models. One possibility is to use discrete
LOD, where the entire current resolution model is switched to a different resolution model based on the distance from the eye point. The problem with this
approach is that the switching could be noticeable. A better approach would be
to reduce the triangles in a way to minimize visual impact. This could be done
be using continuous LOD, where the model is changed by a small number of triangles at a time. The idea is that two triangles are reduced to one triangle if the
height variation between the two triangles is smaller that an specified number
of pixels. Peter Lindstrom [Lindstrom et al., 1996] has developed an algorithm
that uses this strategy. The algorithm consists of three phases: a coarse-level
simplification based on blocks of the terrain, a fine-level simplification at the
vertices within each block, and a rendering of each block.
The IFACTS simulator includes terrain modeled from GIS data. If the
Bjørn Grønbæk & Brian Horn
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graphical testing and verification becomes too computationally expensive, a
solution might be to reduce the overhead by using Lindstrom’s algorithm to
simplify the rendering of terrain meshes.

3.2

Delta3D

The preceding section explained game engines from a general point of view. The
following describes the Delta3D game engine used in this preliminary study. The
reason for using this game engine is that it is the engine used by our collaboration
partner - IFAD in the IFACTS project. Using a different engine has not really
been and option, since a significant amount of the code developed at IFAD is
based on functionality found in Delta3D and porting to a different game engine
will not add valuable innovations due to the scope and purpose of this project.
Delta3D is an open source game and simulation engine developed and maintained by the MOVES Institute Naval Postgraduate School in California USA.
Delta3D was developed due to continuous requests by the U.S. military for new
simulation software applied in various fields maintained by the Department of
Defense (DoD). By investigating previously developed simulators, researchers
at MOVES institute identified a number of commonalities in the underlying
structure supporting the different simulators, and decided to extract these into
a separate entity. The result of this work, is a framework containing a number of
components often used in the development of modeling and simulation software
[McDowell et al., 2006] and [McDowell et al., 2005].
Although, the motivation behind Delta3D, was to provide developers of modeling and simulation software in the context of military training systems, with
a library containing an application programming interface (API), the use of
Delta3D as a graphics engine has been applied in the game industry as well.

3.2.1

Libraries In Delta3D

Delta3 is distributed as a complete visual modeling engine, not just a game engine. This means that apart from the game engine parts Delta3D also supports
and makes different technologies available to people using the engine. The engine
makes use of several libraries as seen in figure 3.3. Some key components found
in the engine are: Support for audio, a character animation library, physics
engine, rendering engine and support for scripting and AI functionality.
Audio
Audio in Delta3D is handled through the Open Audio Library (OpenAL), which
is a software interface to the audio hardware. It intentionally resembles the
OpenGL API in coding style and conventions and uses a syntax resembling that
of OpenGL where applicable. The interface consists of a number of functions
that allow a programmer to specify the objects and operations in producing
high-quality audio output, specifically multichannel output of 3D arrangements
of sound sources around a listener. To a programmer, OpenAL is a set of
commands that allow the specification of sound sources and a listener in three
dimensions, combined with commands that control how these sound sources are
rendered into the output buffer.
Bjørn Grønbæk & Brian Horn
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Figure 3.3: Library hierarchy in Delta3D.
Character Animation
Delta3D uses the Character Animation Library 3D (Cal3D) to animate characters. Cal3D is a skeletal based 3D character animation library written i C++.
Cal3D makes it possible to use so called exporters, which are plug-ins for the
most popular (both open source and proprietary) 3D animation tools. This
means that level artists and animators can use their preferred modeling tools to
create characters, animations, and textures, and then output them into a format
Cal3D understands. The Cal3D C++ library in addition to loading exported
files, build characters, run animations, and access the data necessary to render
them with 3D graphics. Cal3D can perform animation blending, which allows
multiple animations to be executed at the same time with Cal3D blending them
together smoothly. This effect allows characters to transition smoothly between
different animations, such as walking and running.
Physics
Physics in Delta3D is simulated by the Open Dynamics Engine (ODE) library.
ODE is a high performance library for simulating rigid body dynamics. It is
fully featured, stable, mature, and platform independent with an easy to use
C++ API. It is currently used in several computer games, 3D authoring tools,
and simulation tools. ODE can realistically model several devices/physical phenomena, such as joints, springs, damping devices (e.g. shock absorbers),friction,
gears, motors, and collisions. Advanced rigid body mechanics can be build from
these simulations, providing realistic behavior of objects in the game world.
ODE uses low-order integration and constraint-based actuators to reduce the
amount of time tuning that a developer needs to use to create this realistic behavior. It is particularly useful for simulating vehicles, objects in virtual reality
environments, and virtual creatures.
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Rendering
For rendering, Delta3D uses OpenSceneGraph (OSG). OSG is an open source
3D graphics toolkit, used in fields such as visual simulation, games, virtual
reality, scientific visualization, and modeling. It is written in Standard C++
and uses OpenGL as its underlying rendering API. OSG is explained in more
detail later.
Scripting
The scripting language is one of the most critical factors in allowing advanced
behaviors to be added to a simulator with a minimum of programming in the
source language - that is languages like C++, C#, Java etc. Therefore a large
number of engines supports scripting as a tool for the programmers to extend
their applications. Delta3D uses the Python scripting language, which is a
portable interpreted object oriented programming language, which has been in
development since 1990. Python uses dynamic types, which makes it an elegant
scripting language without making its syntax oversimplified. Although Python
has a relative small number of in-built high level data types, it allows programmers to extend Python by adding new modules implemented in a compiled
language such as C or C++. Such extension modules can define new functions
and variables as well as new object types. Python includes classes, a full set
of string operations, automated memory management, garbage collection, and
exception handling [van Rossum, 1999b] and [van Rossum, 1999a].
Additional Functionality
Before the development of Delta3D was initiated, a number of functional requirements to be included in the framework engine were specified. Some of
these requirements could be fulfilled by including existing open source projects
into the framework, where each project encapsulated some functionality useful
in the development of visual simulators. Although, Delta3D make use of many
existing open source projects, a number of functionalities were still missing to
complete the list of required features to be included in the engine. Even though
some of these features were available in form of proprietary modules from commercial software vendors, these could not be included, because Delta3D was
decided to be licensed as open source. Therefore sponsors have funded the development of additional features, either at the Naval Postgraduate School or at
other companies. The features includes:
1. Graphical level editor: Will greatly aid in placing objects at desired
locations in the rendered scene and provide visual manipulation of these
objects.
2. Advanced terrain/vegetation rendering methods: Provides algorithms that generate synthetic terrain by selecting objects such as rocks,
shrubs, trees etc., and place these randomly in the scene, making the
generation of a geological typical terrain an easier task.
3. Advanced environmental features: Provides the engine with advanced
features like varying lighting conditions by changing time of day, moving
clouds, effect of wind etc.
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4. Particle system editor: Allows the engine to generate special particle
effects such as dust, fog, rain, and smoke - effects that greatly add to the
realism of the simulator. Alternatively, such effects can be imported from
other simulators.
5. Record and playback capability: Provides the ability to record and
play back certain stages of the simulation. This is an important and
valuable feature in military simulations, making it possible to do an action
review that aids in correcting mistakes by users of the simulation.
6. 3D model viewer: Forms an important part of any system, which would
aid in expansion of the assets library by adding new models.

3.2.2

AI In Delta3D

According to [Darken et al., 2007] Delta3D initially lacked support for creating
reliable and reasonable behavior for non-controllable characters. Therefore it
was decided to add artificial intelligence (AI) to the engine. Delta3D offers three
basic facilities to support the development of AI. These include a finite state
machine class, traditional waypoint based navigation and path calculation, and
the ability to program AI in a high level scripting language.
Finite State Machines
Finite State Machines (FSM’s) are often used as a modelling tool in theoretical
computer science, but have found a more applied use in game engines. Here
FSM’s have been adopted for creating AI. FSM’s are composed of a finite set of
states and a set of transitions amongst them. There is also a finite set of input
symbols ("events" in Delta3D) that cause the state to change. Each transition
is labeled with an input symbol. At any moment, the AI is said to be "in" one
of the states. When a new input symbol is sent to the FSM for processing, the
set of transitions from this state to any other state, is checked to see if any of
these states are labeled with the new symbol. If one of the transitions is labeled
with the new symbol, the current state is changed to be the one indicated by
the transition.
Path Planning
A navigational infrastructure is necessary to allow non-player-controllable (NPC)
characters to move around in a game terrain without colliding with walls and
other obstacles. The navigation infrastructure implemented in Delta3D is based
on waypoints. That is mathematical points specified by three-dimensional coordinates. Waypoint can be used to combine intermediate destinations to a
longer path. The waypoints constitute the nodes of a navigation graph. For
each waypoint, a directed edge is added to the graph for each other waypoint
that can be moved to along a straight line.
Perceptual Modeling
According to the authors of Delta3D, many games and military simulators lack
support for determining battlefield visibility. A simple approach in visibility
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modelling is to use Line-of-Sight (LOS). LOS trace from the eye point of the
observing character to the top of the target to make a visibility determination. If
the LOS does not intersect any polygons, the character is considered to be aware
of the target. This is a drastic oversimplification, because there are instances
where LOS visibility is too generous or too conservative. The result is AI that
sometimes engages targets that are invisible to a human player and sometimes
fails to engage obvious visible targets. For a more detailed discussion about
LOS see [Darken, 2004].
To overcome the lacking capabilities of LOS visual modeling, the implementors of Delta3D decided to use an algorithm called ACQUIRE [Darken et al., 2007].
The advantages of ACQUIRE over LOS is that ACQUIRE considers the amount
of exposed surface area of the target and its contrast with its background. The
implementation of ACQUIRE in Delta3D is a modified version of the original
algorithm called Graphics Buffered Based ACQUIRE [Darken and Jones, 2007].
AI Scripting
Delta3D supports AI scripting in Python, which makes it possible for users to
add partial or complete programs. Not every game engine provides a scripting
language. The arguments for doing so are that scripting languages are typically
easier to learn and faster to use, at least for small programs. This makes it
possible for people with a much broader range of backgrounds to modify a
simulation. Besides that, less time is often required to produce a given feature
if a scripting languages is used instead of a traditional programming language.

3.3

Scene Graphs

This section gives a brief overview of scene graphs in general and how scene
graphs is used in 3D graphics. Additionally, a few scene graph implementations
are described.
.
Scene graphs help process large amounts of information by providing a logical
model for sorting and identifying data. The model allows filtering of the data
before it is sent to be rendered or executed, ensuring that only data which
has a noticeable effect on the scene is processed. For example, a ball that is
hidden entirely behind a wall will not be processed, since it cannot be seen and
does not affect how the scene appears. Filtering the data saves both time an
computational resources, helping in displaying the scene smoothly. A scene is
a method of organizing the data that describes the geometry of a 3D computer
generated scene.

3.3.1

Scene Composition And Management

Scene graphs address problems that generally arise in scene composition and
management. There exist many scene graph implementations, but a common
feature for these is that they shield the developer from the details of rendering
and the attention could be drawn at what to render rather than how to render
it.
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As figure 3.4 illustrates, scene graphs offer a high level alternative to low
level graphics rendering APIs such as OpenGL and Direct3D. In turn, they provide an abstraction layer to graphics subsystems responsible for processing and
presenting screen data to the user. By separating the scene from the operations
Scene Graph

OpenGL

Direct3D

Graphics Subsystem

Display Device

High-Level Scene Management

Low-Level Graphics APIs

Rendering Hardware/Accelerator

Monitor, Goggles, Glasses Projector, etc.

Figure 3.4: Scene graph programming models hides underlying graphics APIs
and graphics rendering and display devices from the developer.
performed on it, the scene graph programming model establishes a clear boundary between scene representation and rendering. Thus, scenes can be composed
and maintained independent of routines that operate on them.

3.3.2

Representation Of Scene Graphs

As figure 3.5 shows, scene graphs consist of nodes - that represents the objects
in a scene connected by arcs - edges that define the relationships between nodes.
Together, nodes and arcs produce a graph structure that organizes a collection
of objects hierarchically, according to their spatial position in the scene. With
the exception of the topmost root node, which defines the entry point into the
scene graph, every node in a scene has a parent. Nodes containing other nodes
are parent nodes, while the nodes they contain are the child nodes (children) of
their parent. Nodes that can contain children are grouping nodes; those that
cannot are leaf nodes. It is this distinction between leaf nodes and group nodes,
which makes a scene graph represented as a tree different from a traditional
search tree. Sub-graph structures let a specific grouping of nodes exist as a
discrete and independently addressed unit of data within the main scene graph
structure. Operations on the scene can be performed on all nodes in the graph,
or they may be restricted to a particular sub-graph. Scenes can therefore be
composed of individual nodes as well as entire sub-graphs that may be attached
or detached as needed.
Scene graphs describe relationships between objects, and are used to pass
information and effects along the graph based on these relationships, which
reduces the amount of programming required. If an object that resides at a
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Root
(Parent of all nodes in the scene)

Sub-graph/tree
Parent

Leaf
(Terminal node)

Figure 3.5: The structure of a scene graph represented as a tree.
node n1 is affected by something, everything that is below n1 in the graph,
that is any node that can be reached following a path away from n1, is also
affected. By using relationships to propagate effects, the scene graph can be
used to handle low level graphics code rather that a programmer coding the
individually required updates and interactions for each affected node. Grouping
related objects allows a program to apply change to an entire group of nodes
rather that individually changing each node.
Scene graphs are often structured as a collection of nodes or vertices’s in a
directed acyclic graph (DAG). Nodes in a DAG are connected by unidirectional,
that is one-way paths. In an acyclic graph, if one follow a path away from a
node there is no way to return to that node by any path. In other words, no
path through a DAG visits any individual node more that once. Represented
as a DAG, the scene graph contains no cycles and nodes are allowed to have
multiple children and parents. Another way the relationship between objects
in the scene can be represented, is by a tree structure. Represented as a tree
structure nodes in the scene graph have a single unique identifiable parent.
Both approaches have advantage and disadvantages, and it seems that both
approaches are used in open source engines as well as engines delivered by
commercial software vendors.

3.3.3

Scene Graph Engines

Table 3.1 shows a comparison of different scene graph implementations often
used in 3D games and 3D simulators.
Virtual Reality Modeling Language
Virtual Reality Modeling Language (VRML) is an International Standard for 3D
computer graphics developed by the Web3D Consortium and standardized by
ISO/IEC. The complete specification for VRML is available at http://web3d.org/.
VRML was created out of a desire to share 3D graphical virtual worlds across
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API or Format
API Host Language
Source
Low-level

VRML
Format
N/A
N/A
OpenGL

Organization
OS Platforms

SGI
Many

DAG or Tree

DAG

Java 3D
API
Java
Closed
OpenGL
or D3
SUN
Windows
& Unix
DAG

Open Scene Graph
API
C++
Open
OpenGL
Open Scene Graph
Linux, OSX & Windows
DAG

Table 3.1: Comparison of scene graph implementations.

the Internet. VRML has been used extensively in virtual reality applications as
the language of choice to model the virtual worlds.
Although the acronym VRML refers to virtual reality, and worlds modeled
with VRML can be experienced through virtual reality interfaces, it is in fact
a virtual world specification [William R. Sherman, 2003]. This means that the
information in a VRML file describes the scenes of a 3D virtual world, which
may or may not be experienced by virtual reality. This allows VRML to be
used in contexts not directly associated with virtual reality. Examples of such
contexts are games and certain type of simulators, where the users not need
to experience physical immersion by using virtual reality equipment like head
mounted displays and haptic feedback sensors.
VRML uses a DAG based scene graph programming model for describing
interactive 3D objects and entire worlds. The VRML Standard defines different
types of nodes that generally can be categorized as:
- Geometry nodes that define the shape or form of an object.
- Geometric property nodes used to define certain aspects of geometry
nodes.
- Appearance nodes that define geometry material and texture properties.
- Grouping nodes that define a coordinate space for children nodes they
may contain.
- Light source nodes that illuminate objects in the scene.
- Sensor nodes that react to environmental or user activity.
- Interpolator nodes that define a piecewise linear function used for animation purposes.
- Time dependent nodes that activate and deactivate themselves at specified times.
- Bindable children nodes that are unique because only one of each type
can be bound, or affects the user’s experience, at any instant in time.
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Every VRML node has an associated type name that defines the formal name
for the node - Box, Fog, Shape, and so forth. Each node may contain zero or
more fields that define how nodes differ form other nodes of the same type in
addition to a set of events, if any, that the node can send or receive. When a
node receives an event, it reacts accordingly by changing it s state, which might
trigger additional events. Nodes can change the state of objects in the scene
by sending events. A node’s implementation defines how it reacts to events,
when it may generate and send events, and any visual or auditory appearance
it might have in the scene.
VRML supports a Script node that facilitates dynamic behaviors written in
programming languages as JavaScript and Java. Script nodes are typically used
to signify a change in the scene or some form of user interaction, receive events
from other nodes, encapsulate program modules that perform computations, or
effect change elsewhere in the scene by sending events.
Java 3D
Java 3D is a collection of Java classes that define a high level API for interactive
3D development. As an optional extension package to the base Java library, Java
3D makes it possible to construct platform independent applets and applications
with 3D graphics and sound capabilities. Unlike many scene graph programming
models, Java 3D does not define a specific 3D file format. Instead, it supports
run time loaders that let Java 3D programs support a range of 3D file formats.
[Davison, 2005] explains in detail how to create a custom run time loader for
3D models.
Java 3D uses a DAG-based scene graph programming model similar to
VRML. Java 3D scene graphs are more difficult to construct, however, owing
to the inherent complexity of Java. For each Java 3D scene object, transform,
or behavior, there must be created a new object instance using corresponding
Java 3D classes, set the fields of the instance, and add it to the scene. Figure 3.6 shows symbols visually representing aspects of Java 3D scenes in scene
graph diagrams. The Java 3D term "virtual universe" is analogous to scene or
world and describes a 3D space populated with objects. As figure 3.7 illustrates,
Java 3D scene graphs are rooted to a Locale object, which itself is attached to
a VirtualUniverse object. Virtual universes represent the largest possible unit
of aggregation in Java 3D, and can be thought of as databases. The Locale
object specifies a high-resolution coordinate anchor for objects in a scene; objects attached to a Locale are positioned in the scene relative to that Locale’s
high-resolution coordinates, specified using floating-point values. Together, VirtualUniverse and Locale objects comprise scene graph superstructures. Virtual
universes can be extremely large and can accommodate more than one Local
object. A single VirtualUniverse object, therefore, can act as the database for
multiple scene graphs.
The Java 3D renderer is responsible for traversing a Java 3D scene graph
and displaying its visible geometry in an screen window. In addition to drawing
visible geometry, the renderer is responsible for processing user input. Unlike
modeling languages such as VRML, the Java 3D rendering API gives the programmer complete control over the rendering process and often provide control
over exactly when items are rendered to screen. Java 3D supports three rendering modes - immediate, retained, and compiled retained - which correspond
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Reference
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Figure 3.6: Symbols commonly used to visually display Java 3D scene graphs.
to the level of control the programmer have over the rendering process and the
amount of liberty Java 3D has to optimize rendering.
Open Scene Graph
The Open Scene Graph (OSG) is an open source, cross platform graphics toolkit
for the development of high performance graphics applications such as flight
simulators, games, virtual reality and scientific visualization. Based around
the concept of a scene graph, it provides an object oriented framework on top
of OpenGL freeing the developer from implementing and optimizing low level
graphics calls, and provides many additional utilities for rapid development of
graphics applications [Dewan, 2007].
Design And Architecture OSG is designed for portability and scalability
[Martz, 2007]. As a result it is useful on a wide variety of platforms, and renders
efficiently on a large number of graphics hardware. OSG is designed to be both
flexible and extensible, to allow adaptive development over time. To enable
these design criteria, OSG is built with the following concepts and tools:
1. ANSI C++ [Stroustrup, 2002] and [Meyers, 2005].
2. C++ Standard Template Library [Meyers, 2001].
3. Design Patterns [Gamma et al., 1995].
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TransformGroup Objects

Behavior

Figure 3.7: Example structure of a Java 3D scene graph.
Productivity The core scene graph encapsulates the majority of OpenGL
functionality including the latest extensions and a whole set of add-on libraries
which make it possible to develop high performance graphics applications. The
developer is free to concentrate on content and how that content is controlled
rather than low level coding.
For reading and writing databases, the database library (osgDB) adds support for a wide variety of database formats via an extensible dynamic plug-in
mechanism. The distribution includes many separate plug-ins for loading various 3D databases and image formats.
Textures are applied using build-in image loaders supporting various image formats like: .rbg, .gif, .jpg, .png, .tiff, .pic, .bmp, .dds, and .tga. The
scene graph also has a set of node kits, which are separate libraries that can
be compiled into applications or loaded at run time, that add support for particle systems (osgParticle), high quality anti-aliased text (osgText), special effects framework (osgFX), OpenGL shader language support (osgGL2), large
scale geospatial terrain database generation (osgTerrain), and navigational light
points (osgSim).
Portability The core scene graph has been designed to have minimal dependency on any specific platform, requiring little more than Standard C++ and
OpenGL. This has allowed the scene graph to be rapidly ported to a wide range
of platforms. OSG was originally developed on IRIX and has later been ported
to Linux, Windows, FreeBSD, Mac OSX, Solaris, HP-UX and even PlayStation2.
Scalability Scene graphs generated in OSG is not only portable between traditional desktop based machines, but are also supported by large graphics supercomputers like the SiliconGraphics Onyx, which offers parallel processing in
the graphics pipeline.
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Chapter 4

Software Testing
This chapter gives an introduction to the field of software testing. The first
section gives a general introduction to the field of software testing, including
motivation and goals in testing, and the next sections introduce important disciplines within the field of software testing, focusing on techniques that might
be applicable in this project. Finally, an introduction to a few techniques that
are not exactly software testing techniques, but which are in a related field of
work, including project automation, are given.

4.1

Introduction to Software Testing

Today testing is an essential and widespread activity in software engineering,
and is done to validate whether a program behaves as intended, and to identify
potential malfunctions. Testing is used in the software development industry
for quality assurance [Bertolino, 2007].
Software testing is an empirical technical investigation, undertaken with the
intention of obtaining information about the quality of a software product, usually with the intention of identifying and correcting software bugs/faults. A
software fault is the result of programming errors, resulting in a bug or defect in
the source code of the program. An error might not always result in a bug immediately, but instead only happen when the program environment change: new
hardware, changes in source code, or changes in libraries used by the program.
Testing should provide a realistic feedback of a programs behavior and may be
done statically or dynamically. Static testing uses review, walk-through and
inspection of source code, while dynamic testing involves running the program
and performing one or more test cases.
Software testing is used to assess the quality of computer software, and it
must be remembered that testing is not the same as verification. Software
verification includes testing that specifications are met, and/or validation of a
software product e.g. checking for customer satisfaction.
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Motivation

Faulty software are estimated by [NIST, 2002] to cost in the range of tens of
billions of dollars annually in the US, representing about 1 percent of the GPD1
(2002). An improved use of software testing should result in: removal of bugs
before software delivery, detection of bugs earlier in the development process
and location of bugs found faster and more precise. Note that according to
[NIST, 2002] the number of bugs introduced in software during development
are constant, only the number of bugs found and corrected can be improved.
With the complexity, pervasiveness and criticality of modern software increasing, quality assurance becomes more important, but also more difficult
and expensive. According to NIST the increased complexity of software, which
is no longer produced with thousands of lines of code, but millions, along with
a decreasing life expectancy of programs, has increased software makers concerns over software quality. [Bertolino, 2007] writes that studies estimate that
software testing sometimes consume as much as fifty percent of a development
budget. Even with such a high cost associated with software testing, the effects
of not properly testing software, and thus assuring its quality, are also very large.
NIST shows that expenses resulting from software bugs were 59.5 billions $ in
2002, and that more than 1/3 of that could have been avoided. And it should
be noted that software failure and performance problems are expensive both in
terms of money, but also in terms of loss of credibility. The NIST report states
that the cost of what it calls inadequate infrastructure for software testing, is
estimated from $22.2 to $59.5 billion dollars in the US, not including costs associated with loss of life or catastrophic failure. Over half of that cost is paid
by the customers and users, while the rest is paid by the software developers
and reflect the cost of additional testing resources expended due to inadequate
testing tools and methods.

4.1.2

Disciplines

Software testing consists of various activities, ranging from unit testing where
a small piece of code is tested in isolation, and all the way to acceptance testing where a customer attempts to validate the complete software project. The
test levels are: unit testing at the lowest level, integration testing between larger
groups of tested components, system testing to see if the software meets requirements, and system integration testing to verify correct behavior with external
systems. In addition to different levels of testing, different techniques are also
applied in various projects. Black box testing includes functional testing without understanding internal behavior, while white box testing are testing with
access to the internal variables, data structures and source code of a program.
Non-functional testing includes performance testing, usability testing and security testing.

4.1.3

Challenges in Software Testing

According to [Bertolino, 2007] software testing is still largely an ad hoc, expensive and unpredictably effective. Some of this are due to the problems with
metrics in testing. Software quality attributes, and the metrics to measuring the
1 Gross

Domestic Product
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values of the attributes are defined by ISO. The attributes is structure around
six main attributes: functionality, reliability, usability, efficiency, maintainability and portability According to [NIST, 2002] the metrics for testing how well
a software product meet those attributes are not defined, or are defined poorly.
Some IEEE publications have presented some metrics to include: fault density,
requirement compliance, test coverage and mean time to failure. One problem
is that metrics are not bound to a particular attribute, and different metrics
used may yield different results on the same attribute. This makes comparisons
of different software testing products and methods very hard.

4.2

Unit Testing

Unit testing is an essential part of most systematic software development, whether
it is a traditional or game development project. In the increasingly popular Test
Driven Development (TDD) practice, used in both the extreme programming
methodology, as well as in other methodologies like for example crystal clear,
or simply as a stand-alone practice, unit testing is an absolutely necessary part.
When not using TDD unit testing is still a corner stone in any of the quality assurance processes described in this report, and is the basis upon which
integration testing is performed.
A unit test is used to validate a small part of the source code for a larger
program. Unit tests are tests written in isolation of individual components
[Feathers, 2007]. The definition and size of the components can be discussed,
but each component must in general be small enough to be considered a atomic
part/behavior of the system. In programs written in an object oriented language a unit is mostly defined a single class for example by [Feathers, 2007] and
[Olan, 2003], but some consider a single method to be a unit [Wikipedia, 2008b].
In non-object oriented languages, such as for example procedural languages, a
unit is considered to be a function [Feathers, 2007]. A unit test is isolated from
other unit tests that have been written, and it only relies on functionality provided by the actual unit being tested. [Feathers, 2007] lists three problems that
might be encountered if only writing large tests, rather than also writing unit
tests:
Error localization: With a large test it may be very hard to pinpoint the
exact reason of the test failure. With a large set of input, and with many
functions being executed it can require much effort to trace down the
single point of failure. It may not even be a single failure, but several that
interacts in unpredictable ways.
Execution time: A large test with many inputs and much work to be done
is likely to take a long time to run. If a test takes to long time to run it is
likely not to be run very often, or at all. When a test is run infrequently it
is possible that a several changes may have been committed, thus making
it even harder to pinpoint the change that actually brought about the test
failure.
Coverage: It can be hard to write a large scale test and ensure that all pieces
of code are actually tested, and that all pieces are tested throughly. Code
coverage tools help with this, but it can be hard to come up with high-level
tests that test new code added to a project.
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Having unit tests is not a replacement for larger tests, but a supplement that fills
a void larger tests leave unfilled. The unit tests allow each single piece of code to
be tested in independence and under different conditions. This allows a tester
to quickly pinpoint errors in the code. A single important point emphasized
by most papers and introductions to unit testing, among them [Feathers, 2007]
and [Llopis and Houghton, 2006], is that unit tests must be fast. When running
unit tests with a test harness it is necessary that the tests execute immediately,
and that the feedback from running the tests is quickly obtained.
Writing unit tests provides several benefits apart from the improved correctness of the code:
Facilitate change: When a unit test has been written for a unit of code, the
test serves as a written contract that the unit of code being tested must
satisfy. When refactoring code at a later point, it is easy to discover an
error introduced, by the failing unit test.
Simplifies integration: By testing each function of a program, the unit tests
provide a bottom up testing approach, that makes integration tests easier.
Serves as documentation: The unit tests for a piece of code provide a
useful documentation of the expected functionality of that piece of code.
It illustrates how the author of the test expected the unit to behave in
specific situations. In contrast to normal documentation, the unit test
cannot, by definition, become outdated and will newer drift from the actual
implementation2
Unit tests provides a safety net for the code, guarantying that every (non-trivial)
unit of the code has an unit test associated with it. That means developers can
make use of refactoring, changing code on the fly, and be confident about the
results of the changes. If the tests still runs with success, the changes did
not break any of the current functionality. Similar the developers can add and
change functionality, and tweak performance of a piece of code, without worrying
about breaking existing functionality. If the changes introduces errors, the errors
can be found immediately.
Unit tests provides instant feedback, every time the code is compiled. If
there are one or more failing tests, the error can only have been introduced in
the code written between the last two compilations. Even if the error cannot
be identified, only a few minutes work will be lost by simply reverting to the
last build of the code3 . Additionally, instant feedback provides a developer with
morale boosting effect [Llopis and Houghton, 2006], because the code is broken
down in small steps with tests for each step. As each small step is completed,
instant feedback is provided, confirming the developers effort to solve the task
he or she is currently working on.
Finally unit tests helps in the documentation process of a program, by allowing future developers to easily discover [Beck, 2001]:
the all-important question, “What was this idiot thinking when he
wrote this?”
2 e.g.

design changes, feature creep, relaxed practices to keep documents up to date
that a build version control system is in use
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by providing a written contract, specifying the functionality of the code the
tests were written for. Studies show that the single most important part of the
documentation of a development projects, is the comments and documentation
written in the source code. But comments in the source code has a tendency
to become outdated, or perhaps not even written in the first place. When
using unit testing the tests written for a unit of code, serves as a very effective
form of documentation [Llopis and Houghton, 2006]. By looking at the tests,
the purpose of a class can be determined, and parameters of a method can be
understood. With the tests in place, it is possible to un-comment lines of code
in a method, that cannot be understood, and then by observing which tests fail
deduce their functionality. And the tests cannot get outdated, since the code,
by definition, is written exactly to fit the tests.
In summary, unit tests helps a developer to be explicit about the scope of
the functionality to be implemented, to separate design from implementation,
to grow confidence in the correct functioning of the system and to simplify the
designs. Finally, because each unit test must be designed to be independent of
other unit tests, and to only test the functionality of the unit it-self, its often
necessary to extract the interface of a unit being tested, and creating mock
objects. This results in very modular code, with a clear separation of interface
from implementation, which gives more maintainable code.

4.2.1

Implementing Unit Testing

Unit testing does not need to be performed in a systematic way using a framework, but can simply be performed, for example, by implementing appropriate
test code and creating main methods for all classes that execute the test code.
Such an approach is described by [Noonan and Prosl, 2002], which also describes
writing test driver classes that are separate from the actual functional code, and
then execute those classes with tests. For the developer implementing tests using static main methods in each class has a two obvious advantages, namely:
fewer classes and files when everything is gathered in the actual class files, and
in addition errors in a class is easily detected when the class fails to compile or
run correctly. Even though such methods are possible it does not really facilitate an easy and thorough testing procedure as recommended by most sources,
instead relying on each developers personal testing skills. An added disadvantage of the “main method” way of doing, is that the developer is required to
examine the output of the class when executed manually, to look for errors in
the output. In general, it is recommended to utilize a formal test procedure
along with a dedicated testing framework and an automated test system. An
automated test system provides tests runners for executing test with no human
intervention, and has both graphical and non-graphical version for showing the
output of tests.
Figure 4.1 shows a typical unit testing process as described by [Osherove, 2006].
In the first step code is designed and implemented in its entirety. After coding
is completed, unit tests are written that covers the code. Relevant units are
selected and test cases are written in correspondence with the guidelines introduced in the previous sections. Third, when all unit tests have been written the
tests are executed and the results observed. Finally, any bugs that surfaces when
running unit tests are then reviewed and fixed. The process do not necessarily
have to be undertaken in such a strict fashion, it would be natural to develop a
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Figure 4.1: A unit testing process
part of the code, write some unit tests and execute those in the process, return
and write more tests if needed, and finally go back and do more coding. But in
general the code is written first, and then tests covering the code are written.

4.2.2

Experience Reports

In this section a number of reported and documented results of implementing
unit testing in projects are summarized and discussed. Most of reports such,
that are public available, are done by research institutions around the world, and
cover projects of limited size and participants. This might be due to the fact that
medium and large software houses are not in general willing to disclose internal
development procedures, and in-house test results of commercial software.
[Noonan and Prosl, 2002] reports that they did a limited investigation on the
use of unit testing in an university course where an existing Java application
was extended and modified by students throughout the course. The original
version of the program was written by an better-than-average student who had
previous professional Java experience. Table 4.1 shows the original programs
characteristics. By applying a formalized unit testing framework to the code of
9 out of the 10 classes, 8 hitherto undetected bugs, amounting to one bug per
63 lines of code, was found. In addition to the obvious advantage of detecting
undiscovered bugs [Noonan and Prosl, 2002] reports that introducing unit testing in the original code reduced the total number of LOC as well as the number
of LOC per method, as shown in the right column of table 4.1. The LOC number does not include actual unit testing code. Further the changes made to
the code to facilitate unit testing, lead to elimination of bad coupling between
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metric
Concrete classes
Abstract classes
Outer classes
Methods
LOC
LOC/method

org.
10
2
12
50
503
10

new
12
1
13
60
435
7

Table 4.1: Program charateristics3 of the classes, as well as the introduction of a model-view-control pattern.
[Noonan and Prosl, 2002] concludes that unit testing has many benefits, one of
which is that it leads to a natural elimination of instances of bad coupling. In
addition, the surmise that unit testing helps developers choose good design over
bad designs, especially in cases where the developers have no way of objectively
choose one design over another.

4.3

Integration Testing

Integration testing is performed as a logical extension of unit testing. Where unit
testing tests a single unit in isolation, integration testing, in its simplest form, is
concerned with testing the interface between such units. In general, single units
are combined into a component, which represents an aggregation of several units,
from two units to many units. A program consists of a number of components,
an aggregation of components. Integration testing is concerned with testing
the components, in the form of the interfaces between the units making up the
components. Each logical component is also tested in conjunction with other
components, preferably two components at a time. Since integration testing
identifies problems in the combination of units, it is usually a requirement that
unit testing have been conducted, to ensure that the problems found really are
in the interface, and not bugs in the isolated units.

4.3.1

Integration Testing in Practice

[MSDN, 2008a] suggests that integration testing can done in one of several ways:
Bottom-up, top-dowm or with a technique know as umbrella. In a bottom-up
approach the lowest components in a product, sometimes called utility modules,
are tested first. This has the advantage that modules are tested early in the
development process, and since the modules are very basic it is not necessary to
create a large number of stubs. The disadvantage with bottom-up approach may
be that high-level data flows are not tested until late in the process. In a topdown approach the most high-level modules are tested first, which means date
data flows and high-level logic are tested early in the process. A disadvantage
with this process is the need for creation of stubs, since utility modules does not
exists. Finally, in the umbrella approach testing is done along data or controlflow paths. This has the distinct advantage, over both bottom-up and top-down,
that limited functionality is completed early, and can be released or showcased
as a “walking skeleton”. [MSDN, 2008a] notes that since this approach is the
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least systematic, it can be necessary to have a stricter regression testing scheme
in place.

4.4

Regression Testing

Regression testing is done to ensure that code modification do not introduce new
errors into already tested code [Memon, 2002], and is an important part of the
software development life cycle. Regression testing is a testing process used to
ensure that a modified program still meets its requirements, and that new errors
have not been introduced during changes. An error, or bug, introduced during a
change in the software is called a regression bug, and the change is not necessary
confined to code changes, but could also include hardware upgrades or changes
to time settings etc. A common method for implementing regression testing
is to rerun previously run tests, that are know to have run successfully, and
see if a change has re-introduced an already fixed or handled bug. Regression
testing is always recommended, since previous fixes are often lost through bad
revision control, or are reintroduced through so-called fragile fixes, which only
fix a general problem in a specific situation.
According to [Wahl, 1999] it is estimated that 70% of the total cost of developing software are expended during the maintenance phase of a programs
lifetime, and the longer a program exists, the more the cost of maintenance
is increased. Regression testing is done to reduce the total cost of the software development, including maintenance. In addition [Wahl, 1999] points out
that regression testing is not only about economic concerns, but that regression testing also helps make software work correctly and reliably, which benefits
both customers and developers. [Onoma et al., 1998] writes that in general regression testing is useful in all software development and maintenance, but for
some types of companies it may be even more important. Companies with the
following characteristics are reported to have especially good use of regression
testing:
• Companies developing similar products, or a family of products, since test
cases can easily be reused.
• Companies developing mission or safety critical software which need to be
tested and re-tested frequently.
• Companies maintaining large program that exist over extended periods of
time. Regression testing can serve as a sanity check for such software.
• Companies developing software that are under constant and changing development, for example as a result of fast market evolution.
• Companies that do not employ formal, or even semi-formal, development
processes.
• Companies that utilize no other software inspection as part of the quality
assurance techniques.
Regression testing is often automated and according to [Onoma et al., 1998]
some software companies develop complete in-house regression testing tools,
to automate the regression testing process. Since the most common method
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of implementing regression testing is to re-run existing tests, the number of
test cases will increase over time, and a manual approach to perform all tests
are in many cases impractical. Automated regression testing also allows for
easy scheduling of testing, such as at every commit/compile, every night or
perhaps weekly if the test suite is large. Some companies try to minimize the
number of test cases that are rerun in each regression test, by only running
test cases that aim specifically at the changed code, but this is not a critical
issue for all companies, and is therefore seen as optional by [Onoma et al., 1998].
Only running a subset of the existing test cases are called selective regression
testing [Wahl, 1999], an only applies when there is no changes in the software
specifications involved in the maintenance. Many tools, such as Make or NAnt,
are capable of helping with selective regression testing, by only re-compiling
parts of the code that has been changed, and only run the tests associated with
that code.

4.4.1

Regression Testing in Practice

Even though software development houses use a variety of software development
methodologies like waterfall. iterative, XP etc., [Onoma et al., 1998] reports
that most use a very similar process in regression testing, following a number
of steps as shown in the following list:
Modification request: The process starts out with a modification request.
According to [Wahl, 1999] the modification request is usually received in
the maintenance phase, and can be either adaptive or perfective or it can
be corrective. Corrective regression testing can be applied without changing the available test cases since there are no changes in the specifications
of the software. If the specifications are changed, progressive regression
testing must be applied, which requires that new test cases are designed.
Software artifact modification: The software artifact, which apart from
the actual source code may include documentation and configuration files,
are changed to meet the modification request.
Test case selection: After modification the relevant test cases to be run
must be selected. This could be all available test cases, but could also be
a selected number of test cases. It is possible that test case validation is
performed during this activity.
Test execution: After test case selection the tests are executed, usually in
an automated fashion.
Failure identification: Failure identification is done by expecting the results
of the test case execution with the expected output, which is often part of
the automated execution. If there is an incongruence between the results
expected, and the results obtained, the test failed, and else the test is considered passed. Expecting the failed test case involves first re-validating
the test, since it may not reflect the actual test case due to changed specifications. All failed test cases should be re-validated before the code is
inspected, and only if the test case is valid, should the code be inspected.
It is possible that both code and test were faulty, so the test case must be
re-executed.
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Fault identification: If the source code was found, or just suspected, to be
faulty the code must be inspected during the fault identification activity.
The exact component, version etc. under which the fault occurs, along
with the exact modification causing the fault is found.
Fault mitigation: The final activity is to actually correct the fault.
[MSDN, 2008b] recommends that developers should build a library of all tests
written, and run these tests at every build resulting in a new version. They
suggest that even tough selective regression testing is possible, it is better to err
on the side of caution, and run to many tests rather than to few. All tests that
are automated should always be run, as well as all manual tests that involve
boundary conditions and timing. They also recommend that a regression testing
library should not just contain tests that are know to have discovered bugs, but
instead just as many tests as possible. If the test library becomes to large to run
properly it should be inspected, and redundant and unnecessary tests removed.
A typical problem is duplicate test cases, where lots of tests have been written
to identify a bug precisely on the code. After the bug has been eliminated only
the general test case that could help discover the bug should be included.

4.5

GUI Testing

Most applications and clients in client server systems present their functionality
to users through a GUI [Gerrard, 1997]. According to [Memon and Soffa, 2003]
as much as half of all code lines in (2003) software systems are GUI code, making
GUIs pervasive in most software. As with any other part of a software system,
it is important to verify the functionality of the GUI. Maybe even especially so,
since all user interaction with the program is bound to pass through the GUI
layer of the system. The normal method to ensure correct behavior of the GUI
code is not different from that of any other part of the system: comprehensive
and thorough testing.

4.5.1

Test Oracles

Testing GUIs are done by creating a set of test cases and execute the test cases
on the GUI being tested. The result of the execution is inspected using test
oracles, which determines if the GUI behaves as expected.
[Xie and Memon, 2007] gives short introduction to the concept of test oracles. A test oracle contains two parts: First, oracle information which is the
expected output of a test performed on a GUI. Secondly, an oracle procedure
which takes care of comparing the actual output of the test with the oracle
information. Oracles can be of different types, that is, they can use different
things for oracle information and procedure. For example an oracle testing a
spread sheet application could be in one configuration where it checks all fields
in the application, or it could just check one field. The information contained
in the oracle would depend on the type of test being performed. Similarly, the
oracle procedure could function in several ways. It could be assigned to check
that the output is exactly identical to the information, or it could be assigned to
check that the output falls within a certain range of what is given in the oracle
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information. These two information and two procedure types combined, adds
up to four types of oracles.
There is four approaches to create test oracles that is currently being used.
The first and most commonly used is the manual oracles, where a human tester
interacts with the GUI, clicking buttons, writing in text fields and opening
dialogs etc., and visually inspects the result. A second approach is the use of
capturer/replay tools. Creating an oracle with captuer/replay is done in two
phases: First a tester interacts with the program and visually asserts that the
program is behaving as expected. The objects in the GUI used to assert the
correctness is captured, along with the interactions the tester performed. Later
the interactions can be replayed and the “assert-areas” checked to see if the GUI
is working correctly. The third approach is to use asserts programmed in to a
test tool, like JUnit, and letting a test developer write explicit test cases that
cover the GUI functionality. Finally, some test oracles are created by using hard
coded test harnesses, simulating the input from a user interacting with the GUI,
and call underlying application logic as if the program had been invoked from
the GUI.

4.5.2

Difficulties in GUI Testing

Even though GUI testing is just as an important aspect of testing a complete
software system as any other test discipline, GUI testing remains an ad hoc
process. This is a consequence of the fact that GUI testing is a considerably
more difficult discipline than traditional testing, and is a very labor intensive
process. According to [Memon, 2002] traditional software testing may account
for as much as 60% of software development costs, and GUI testing is considered
to be even more resource demanding. [Gerrard, 1997] lists several reasons why
GUI testing is more complicated than traditional testing:
• event driven: For each GUI many possible user inputs can occur. Any
menu, button field etc. of a GUI may receive the next user input. The
user is not limited to a particular sequence of inputs, and might very
likely not even be limited to the currently active window. At any time the
user could activate an event outside of the current window, by invoking
another window in the application, or perhaps some where outside of the
application, for example an OS window. This basically means that at
almost any event might follow another particular event, and no prior order
can be computed or expected. [Gerrard, 1997] calls this particular problem
for the infinite path problem.
• unsolicited events: Some events might not be user generated, but might
be the result of external input to the system. Examples include pop-up
windows notifying of a suddenly offline printer, messages from the OS and
“focus stealing” from other applications, like instant messenger clients.
Basically, this means that even if the user is somehow restricted to a noninfinite path of events, this might be ruined by new event paths being
introduced by outside factors.
• object orientation: Even though object oriented programming is traditionally seen as simplifying development and testing, this might not be
quite the result in the GUI testing field. The elements of a GUI maps
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very well to objects, so almost every element of a GUI is likely to be an
object. Those objects are likely to each have their own methods and a
(large) set of properties and values, such as text, text size, font, color,
width etc. This means that even simple GUIs may have a very large number of methods and property sets, and many of those properties are likely
to be dynamically changed as a result of user input.
• window management: Most applications implement the standard window management functionality expected by users: resizing, moving, minimizing and closing. These events are generally handled by the OS, but the
effects these events might have on the application must still be handled by
application it-self. This for example, includes transaction management if
a window is unexpectedly closed, when fields in the GUI have been filled
out.
Additional Pitfalls
[Memon, 2002] describes several, what he calls pitfalls, in GUI testing, when
compared to traditional testing.
Test Coverage Due, in part, to the infinite path problem, the traditional way
of using code coverage as a measure of how good test coverage is, is not really
viable. Even a small amount of code might have a large number of events, and a
better criteria is probably to ensure that all combinations of events are covered.
But the number of events and in particular the number of combinations make
it impossible to test all such combinations. This means that at some point it
is necessary for a test designer to decide on a particular subset of all possible
tests, which then undermines the code coverage criteria, and instead puts it
into the hands of the test designer to select an appropriate amount of tests, and
appropriate parts of the application to be tested.
Test Oracles In GUI testing, and in traditional testing, a test oracle is used
to verify the results of a test execution. But in contrast to traditional testing,
it might not be enough to execute a complete test case and then invoke the
test oracle to compare the results with the expected results. In GUI testing
it is often necessary to invoke the oracle after each step in the test case, since
a step might render the GUI in an incorrect state, for example changing the
active window. If this happens, its is very likely that every following step in
the test case will also result in wrong results, meaning that the rest of the test
execution is pointless. In traditional software testing such a wrong state could
have be detected by the use of exceptions, but that is not an option in GUI
testing. If the GUI testing is continued, in spite of a wrong state being entered,
it is also possible that at some point a correct state is reached again. This is
likely to prove problematic, since the final step in the test case may be correct,
even though one or more steps during the execution actually failed.
Regression Testing Finally, a popular test method is regression testing, as
described in section 4.4. GUI testing presents special problems when used in
regression testing. Regression testing often involves changes in the design of
certain elements of the code. Changing the design of a GUI might very likely
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make the test cases designed for that particular GUI fail, even though no actual
error may have been introduced. This is a consequence of the very nature of
GUI testing, where the test input and output are often connected to the layout
of the window being tested. This means that a very small change to a window,
that might not affect the functionality of the application at all, can still render
a large amount of the generated test cases obsolete. These test cases will fail,
not because the application being testes is suddenly error prone, but because
the precise input/output relation of the application have changed.

4.5.3

GUI Test Cases

Even though GUI testing is different from traditional testing, many testing
techniques from other testing methodologies still applies to GUI testing. Both
for traditional testing and GUI testing, the typical test process should include
the following steps:
1. Before designing the tests, a test coverage criteria should be found. This
criteria includes what to measure and what the measurement goal should
be set to. The test criteria is used to ensure that relevant areas of an
application is tested.
2. Test input must be generated for the test cases. The input should reflect
the software specifications in the documentation. In GUI testing the input
can be every way the user can interact with the GUI, typically based on
uses cases. For example a test input could be every step needed to perform
an open, edit and save use case in a document editor.
3. Expected output for a test case must be generated and stored. The expected output should be able to identify whether a GUI is behaving as
expected, or if something has failed. Some outputs could be window positions, text in title bars or active buttons.
4. Execute the test cases and compare output with expected output using
an oracle.
5. Check if the test output matches the test coverage criteria.
In addition to the previous steps a number of principles also known from traditional testing should be applied to GUI testing:
1. Categorize different errors into various types, and design tests specifically
for each type of error. This allows test reuse when testing for errors in a
specific category.
2. Separate complex errors into simpler types, so it is possible to reuse tests
written for these types of errors.
3. Use a layered test strategy, with simplest tests at the bottom layer. This
serves as basis of integration tests, by building “trusted layers” which other
components can be integrated in.
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Test Driven Development

In a Test Driven Development (TDD) project developers write unit tests for each
new functionality being added to a project, before writing the implementation
of the functionality. This means that developers write tests prior to writing
the code that should be tested. [George and Williams, 2003] and [Beck, 2003]
writes that in general a few test cases might be written for each unit of code
to get a good test coverage, before writing the actual implementation. A new
functionality is not considered implemented before the tests written for that
functionality, and all other exiting tests for other functions can run without
errors.
When writing tests before writing the code the result is that the tests drive
the design of each unit of code. Therefore TDD is said not to be a test technique, but rather an analysis technique [Beck, 2001] and a design technique
[Beck, 2001], [Lars-Ola Damm and Olsson, 2004]. TDD helps the programmer
perform an analysis of the functionality to be implemented. When a programmer writes tests before implementing functionality, an analysis of the scope of
the code to be written is part of writing the tests. Only those parts being tested
should be implemented, nothing less and nothing more. Therefore the task of
writing the necessary tests, forces the programmer to explicitly state exactly
what he had in mind, when he initially thought about the functionality to be
implemented. TDD also helps with the design of the implementation. By writing the tests first, the programmer, again explicitly, states what methods that
the new code should make available, what number and type of arguments the
method accepts, and the return type of the method. By writing the tests first,
the programmer has specified explicitly that this is exactly the contract that the
tested code must satisfy. Robert Martin4 compares it to the way viruses and
cells fit together, by having completely opposite shapes. By writing the tests
first, the tests serve as the shape that the code must exactly fit into. When the
code “fits” it is done, and nothing more should be done.

4.6.1

Implementing TDD

A TDD work cycle might look like the following [Llopis and Houghton, 2006]:
1. Write a single unit test for a very small piece of functionality.
2. Run it and see it fail.
3. Write the simplest amount of code that will make the test compile and
pass.
4. Refactor the code and/or tests. Run test and see them pass.
Figure 4.2 shows a typical TDD process, as described by [Osherove, 2006]. In
the figure it is clear that TDD is iterative process, where several steps can be
repeated until the code is ready to be released. In figure 4.1 the standard unit
testing process is shown, and it is clear that main difference is that unit testing
is seen as a waterfall like process.
In a TDD approach code is written to fit the tests, written in the previous
steps, exactly. After this is done the initial development is done, since the code
4 http://www.objectmentor.com/omTeam/martin_r.html
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Figure 4.2: A TDD process
is guarantied to exactly meet the requirements specified in the unit tests. When
any bugs preventing the code from meeting the requirements has been fixed,
the developer is able to re-factor the code as much as needed, for example doing
performance optimizations, and as long as the tests run, the code still meets the
requirements. If the need for additional features arises, the developer can return
to phase one where new unit tests can be written to cover new requirements,
and then the code can be made to fulfill those requirements.

4.6.2

Experience Reports

Several sources report success with using TDD in game and simulation, even
though there is a wide spread scepticism against using TDD in the game development environment.
[Llopis and Houghton, 2006] reports that they have successfully applied TDD
in industrial game development environments. They have had success using
TDD both in high and low level code, with using TDD as a measure of progress
during development, and TDD has increased their development speed. Even
though the introduction initially slowed down development speed, eventually
they found that code were written at the same speed as before, but time spent
on redesign and re-factoring were reduced. They report that TDD was introduced in a small team on a separate project, which helped them identify areas
where they had to be careful with TDD, and most importantly: It created a
group of TDD evangelists which were later spread in the other teams during full
scale implementation of TDD. In general [Llopis and Houghton, 2006] concludes
that TDD can be a very effective method of development, and that it is just as
suitable in game development, as any other development technique.
[Xu and Rajlich, 2006] reports from and empirical validation of TDD and
pair programming in game development. They report that pairs using TDD
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when developing used about half the time solving a task that an individual
using a waterfall process would use on the same process. The pairs using TDD
writes significantly more lines of code, but writes those lines at a much higher
lines-per-hour rate. TDD pairs create about twice as many class members,
which [Xu and Rajlich, 2006] sees as a sign of higher code quality with better
cohesiveness and de-coupling than the code produced by individuals. Visual
inspection confirms that the TDD pairs’ code are more elegant and readable.
A survey of the participants in the experiment indicates, that pair members
reports that they actually see the pairing as having higher value than the TDD
process, but that the use of TDD helped the pairs document their work, using
less or no comments, which all pairs saw as a major advantage.

4.7

Continuous Integration

Continuous Integration (CI) is a practice which helps change integration in
software projects from a long and unpredictable process to what Martin Fowler
calls a “non-event” [Fowler, 2006]. CI emerged from the eXtreme Programming
community, and is described by Beck in [Beck, 2004]. According to Rogers
[Rogers, 2004], CI is the least controversial of the practises described in XP, as
software developers immediately recognizes the advantages of an integrated and
streamlined process.
Even though CI is associated and used in collaboration with tools, such as for
example Cruise Control and Subversion, CI is simply the practice of integrating
frequently, and does not require any specific tool. CI should be easy to use, to
encourage frequent integration, so the use of tools is often essential, but it is
important not to loose focus, and to remember that since CI is a practice it is
the use of the tools, not the tools them-self, that makes a project use CI. CI
consists of several practises that are explained by Fowler in [Fowler, 2006].
Maintain a Single Source Repository Since software projects often contains a large number of files it is very handy to be able to keep track of locations
and versions for all files in a centralized way. This involves the use of version
control systems (VCS) such as Subversion, Visual Source Safe etc. The point
of using a VCS is that it should be possible for every participant in the project
to obtain every item that are needed to build the project. This includes third
party libraries, compilers, database schemas as well as the source code of the
project.
In addition to keeping track of all the needed build items, a VCS should also
be used to ensure the use of branches in the project. By using branches it is
possible to have a single mainline, or trunk, of the project that is the reference
from which all development takes place, as well as several branches that can
easily be maintained with bug fixes etc.
Automate the Build Building the project should be automated to a degree
where everything is generated by a single command. This includes not only
building the actual binary from the source code, but also generating the accompanying documentation and web pages, populating database and deploying the
result. This can be done by utilizing tools such as make, (N)Ant or MSBuild.
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Make Your Build Self-Testing Part of the build process includes verifying
that the actual build performs as expected. Even if the build succeeds, it is not
a guaranty that the integration has happened correctly5 . Each build should be
tested via and automated test process to check for bugs before deployment. An
important part of the automated test process is that it must be reported when
tests fail. This typically means that a build should be reported as failed, if the
test process fails.
Everyone Commits Every Day CI is about communication, developers
telling other developers of the changes they have made, and frequent communication allows people to react more quickly to those changes. By committing
code often, the number of conflicting changes are reduced, since committing
changes only rarely increases the risk that other changes have taken place in the
affected code, thus resulting in conflicts. In addition it is much easier to pinpoint
the error in a single day’s worth of change, rather than several weeks’ worth of
change. A single days work might even be rolled back without catastrophic
consequences to deadlines, should the need rise. By using daily commits, the
trunk of the code should be tested frequently, thus ensuring that the code in
the trunk stays healthy.
Every Commit Should be Build Before committing every developer should
ensure that his/her local changes build correctly, before checking in the code
to the VCS. If the new code cannot build, it must not be integrated into the
existing code. Fowler suggests that in a project, developers should be required
to stay on job, until their changes can be build and added to the trunk.
When the build can be done the code should be integrated into the projects
code trunk. This is typically done on the continuous integration server with
an automatic build process, but could also be on a special machine with a
manual build process. Only when the code builds (including running tests) on
the integration machine the build can be considered to be complete. When a CI
server is used, the server acts as a monitor to the VCS, automatically checking
out the code when new commits have been detected. The CI server then builds
the code and runs tests associated with the code. The developer that committed
the code then gets an automatic notification of the result of the build process,
along with a failure report detailing what went wrong if the build failed. An
important part of CI as a practice, is that the developers task is not done before
the commit builds on the CI server. If the build fails it is a key part of CI that
the build must be fixed immediately. Either by actually correcting the errors
and re-committing, or if it is not possible to locate the error, by rolling back
to the previous revision. Rogers mentions that one reason why a failed build
must immediately be fixed, is that no one is allowed to commit code while the
build is in a failed state. There can be a tendency that developers will commit
broken code once they see that the CI server is in a failed state. This is an
easy way of getting rid of code from their workspaces that fail, and which they
cannot fix. In addition, the failed status of a projects build process undermines
the productivity and morale of the development team.
5 Compiling is not a test, and even successful compilations is definitely not a guaranty that
everything is working as expected.
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Apart from the automated checkout and build after every commit, many
organizations also do builds on a regular schedule. A typical example is a
nightly build and deploy cycle. According to Fowler’s definition of CI, this is
not to be considered CI. Only building the code nightly, after several developers
have committed code, increases the risk that bugs may be undetected for a
whole day, thus making it difficult to pinpoint the source of the error.
Keep The Build Fast If CI’s promise of rapid feedback is to be achieved, it is
important to keep the build process fast. If a build takes an hour or even longer,
commits are not going to be done often, since the developers will not want to just
sit unproductive for an hour while the build process goes on. Fowler suggests 10
minutes as an appropriate build time in a project using eXtreme Programming.
Rogers show a conceptual relationship between integration frequency and build
time, that clearly illustrates that the longer the build time, the longer is the
frequency between the builds. On a project with build time in the 30 to 40
minute scale, the integration frequency had dropped to once a week.
If it is impossible to build the project in an appropriate amount of time, it
may be possible to us a staged build, where the project build is separated in two
or more parts that can be build one at a time. The first part, called the “commit
build”, should build fast, and contain tests that can run locally on the developers
machine, like unit tests. If this build succeeds the code is committed to the CI
server, which builds the commit build again. If it succeeds on the CI server, the
developer can continue. At the same time the commit build is build successfully,
the CI server will integrating the commit build part into the secondary part of
the project and start build that. This includes more through and slow testing,
and can take as long time as necessary, as long as the developer gets a report if
the secondary build fails at a later point. Rogers suggests making a developer
build process, which only contains compilation and unit tests while acceptance
testing could then be moved to a separate process. This is a tradeoff between
integration overhead and code stability, but since frequent builds are essential
it is worth the compromise.
Test in a Clone of the Production Environment If possible the project
should be checked out on a machine that mimics the production environment
as much as possible. This will help ease the integration into the production
environment later on in the project.
Make it Easy for Anyone to get the Latest Executable It should be easy
to get the latest executable that is the result of the latest build. This will ensure
that it is the right versions of the project that are shown at demonstrations and
used for testing. At the same time Fowler suggests that the actual result of
the build should not be put under version control. If the project has problems
recreating executables from earlier builds, it is a symptom that something is not
working correctly in the VCS.
Everyone can see what’s happening As communication is the primary
goal of CI it is important that every developer can see the status of the current
active build. A CI server like Cruise Control offers a web interface to that
purpose, but Fowler also suggest using a more informal and visual method for
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communicating current status: red and green lava lamps. If the green one is on,
everything is OK, if the red one is on the build has failed. If the red one is on
and the “lava” moving fast, the build has been in a failed state to long.
Automate Deployment Since several environments is probably needed to
do CI, developer machines, test machines, the CI server etc. the executable
should be deployed automatically after each build, or nightly. Perhaps with an
automated rollback functionality if something goes wrong with a build later on.
Fowler suggests that it increases the developers use of frequent commits, if they
know it is possible to do an easy rollback if an error occurs.

4.7.1

Benefits of Continuous Integration

The result of CI should be a more stable software project that works as expected
and has fewer bugs. It ensures that everybody works on a shared code base that
is stable, and that nobody is able to stray far away from that common base.
Integration should not be a project-in-a-project that must be undertaken at
the last minute, but rather a non-event that only takes a few moments, since
everybody is using the same stable code base. By using CI the possibility of
ending of with the first kind of project is eliminated. The problem with deferring
integration until the last moment, is that it is very hard to predict how long that
process will take, which may or may not push a project beyond its deadline. By
using CI the risk of this happening is reduced, if not completely eliminated. In
addition CI helps makes it easier and faster to find bugs. It does not remove
bugs from the project, but it does help with getting bugs discovered early in
the process and eliminated effectively.
Beck writes that even though there is an extra cost associated with using
CI, for example when a task is divided into two tasks, so that it is possible
to end the day with a commit, the cost is worth what is gained by using CI.
Most modern projects use a high degree of refactoring which breaks the project
into many small objects and methods, which suits CI ideally, since each small
part can be committed when has been changed. By using CI the risk of a
misunderstanding happening between developers over what is re-factored, and
to what, is reduced, and the potential cost of rolling back a changed is minimized
to the amount of work done since the last commit. Beck also finds that using CI
introduces a rhythm to development: learn, test, code and release. This frees
up the developers mind by allowing him/her to finish a complete task, and then
moving on to an new task, rather than trying to juggle many balls at once.

4.8

Project Automation

Project Automation (PA) helps developers get more time to do actual development. [Clark, 2004] gives an introduction to PA, along with a list of advantages
and requirements.
Apart from freeing developers from menial work, PA increases confidence in
a project development team. This happens because automatic procedures are
precise, accurate, consistent and repeatable. Automation helps reduce the need
for documentation, since new team members do not need to get an introduction
to the whole build process, but just need to get access to a few scripts, that can
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help them do their work. Automation can be applied to almost any process, and
in general should be used on all processes that team members are tired of doing
manually. If people are tired of a task, they tend to loose interest, or maybe not
event bother to do it at all, which could lead to increased cost in the project.
Three types of automation can take place in a project, commanded, scheduled
and triggered. Commanded automation is triggered manually. A selection of
predefined tasks are then executed, for example complete installation of all
necessary components on a developer workstation. Scheduled automation takes
place on specific times, for example nightly builds, and are for exampled used to
do periodic checks for regression testing, or release of nightly builds to testers.
Finally, triggered automation takes place on special events. A typical example
could be when code is checked into a repository, and the event triggers an
execution of unit tests for the code.
It is important to notice that a project automation is not the same as continuous integration. Even though many of the tools are the same, PA does not
impose the same requirements on the development team, that CI does. Project
automation is more about using tools for the convenience of a team, while CI is
a process that leads to some of the same, but also additional, goals.

4.8.1

Requirements

To make use of PA a few prerequisites must be in place: Version control, automated tests, scripting and a communication devices. Version control allows a
development team and the build server to have a single source to get all material
from. This includes code, documentation libraries etc. Automated tests increase
confidence that a build is actually sound, and that the automated processes are
still working. Scripting allows the development team to do commanded automation. A real interpreted scripting language, like bash, is recommended,
since this increases usability in comparison with larger Java programs that need
compilation. Finally, communication devices allow the developers to monitor
the health of the project. This could simply be a web page showing the time of
the last build, the number of tests run, and the number of failed tests.

Bjørn Grønbæk & Brian Horn

76

Chapter 5

Tools and Experiments
This chapter starts with an more detailed introduction to IFACTS and with a
summary of subjects discussed with IFAD during the FORK project. A subject
for future research is selected, in collaboration with IFAD, and an analysis of
techniques in that area is given. An evaluation of unit testing frameworks
for simulation development, and for future use in this project, is undertaken
and finally an introduction to some project automation tools and configuration
follows.

5.1

IFACTS and Areas of Research in this Project

In this section a more detailed and technical presentation is given to the IFACTS
project. Focus is on the aspects further discussed in the report. A more general
introduction to IFACTS can be found in the introduction to this report, in
section 1.4.2 on page 17. Following the presentation a informal summary of the
response from IFAD is given, with attention on intended work.

5.1.1

IFACTS

The IFACTS project is composed of a 3D virtual outdoor environment. The
terrain is modeled according to actual locations based on Geographical Information System (GIS) data gathered and stored in a database managed by The
Danish Defense Force. The two main actors in the simulator are the Forward Air
Controller FAC and the pilot. The FAC is placed on the ground and controlled
by an operator. The FAC is able to operate various equipment like normal
binocular, night binocular, radio, laser pointer etc. The handling of equipment
is controlled by the operator via GUI and the interaction with the FAC is done
by using mouse and keyboard. The pilot controls the jet fighter by receiving
commands from the operator. The control of the pilot is semiautomatic in the
sense that an operator gives the pilot a commando by using the GUI and the jet
fighter behaves accordingly. A typical commando could be to fly to a specific
position and stay in that position. To do that the pilot receives the coordinates
for the new position, dependent of the current position of the jet fighter, the
fighter navigates to the new position. When the jet arrives at the specified point
it circles around this point until a new command is given to the pilot. The air
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craft follows the same flight path every time if given the same start- and endposition. This means that the route calculation is deterministic. However, this
does not guarantee frame by frame match of the graphics.
Figure 5.1 shows an screen capture from the IFACTS simulation. This scene
is seen through the binocular of the FAC. The lower left corner of the scene
shows the type of equipment the FAC is able to operate at this particular stage
in the simulation. Additionally, other actors are present in the scene; namely
three tanks and a helicopter. These could be targets or allied dependant of the
particular training scenario. The numbers shown in red in the middle of figure

Figure 5.1: Screen shot from the IFACTS simulator showing a FAC and the
scene view seen from his binocular.
5.1 tells the FACT distance and direction to the target in the environment. The
equipment shown in the lower left corner of the figure are not show at all time,
but is coupled to particular events in the simulation. This means that the FAC
is able to operate specific equipment at specific stages in the simulation.
Figure 5.2 shows another screen capture from the IFACTS simulation. Here
the scene is seen from the jet pilot’s point of view. This particular scene is taken
at night, which explains the green light in the background of the image. The
upper left corner of the figure shows a bar and two buttons. The bar informs
the pilot operator about flight speed and altitude and the buttons are used
to control the way the jet fighter behaves when it arrives at the target point.
The lower left corner of the figure shows the cockpit seen from the pilot’s point
of view. The dark part of the figure shows various instruments like compass
and other measurement equipment. These are all part of a static 3D model
of the cockpit. In front of this structure there is a screen, where the pilot is
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able to observe the ground. The panel around the screen is made from widgets
contained in the CEGUI library. The image shown on the screen is dynamic in
the sense that the content depends on the visualization of the terrain and the
orientation of the jet at this stage in the simulation.

Figure 5.2: Screen shot from the IFACTS simulator showing a jet plane and the
scene view seen from the pilot.

Tools used in IFACTS
IFACTS uses different frameworks, libraries and tools. The most important of
these are described in the following paragraphs.
Delta3D Delta3D is one of the main components in IFACTS and is responsible of handling all visual parts of the simulation. This includes rendering the
3D models and controlling the AI of components that are not directly operated
by external operators. Besides this the engine is responsible for providing realistic physical effects to the simulation, like collision detection and controlling
dynamic effects such as gravity.
OSG Open Scene Graph is included in Delta3D. OSG handles all issues related to building up the 3D virtual environment, combining the 3D models that
compose the scenes, and finally rendering the scenes by traversing the scene
graph.
CEGUI Also included in Delta3D is Crazy Eddie’s GUI (CEGUI) system,
which is a free library providing windowing and widgets for graphics APIs and
engines where such functionality is not natively available, or severely lacking.
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The library is object orientated, written in C++, and targeted the game development community. IFACTS uses CEGUI indirectly through Delta3D and only
minor modifications have been applied to the original functionality provided by
CEGUI. These changes constitute primarily extensions to the skins included in
CEGUI. The simulator uses CEGUI for all 2D GUI components like panels and
buttons. Other graphical components like 3D models are created by artists and
handled by the rendering part of Delta3D.
HLA IFACTS uses HLA which provides the specification of a common technical architecture for a broad class of military simulators. By following the
standards defined in HLA, the IFACTS simulator is able to operate together
with other simulators that also fulfil the specification in HLA.
RTI The IFACTS simulator uses run-time infrastructure (RTI). RTI is required when implementing HLA. RTI is the fundamental component of HLA.
It provides a set of software services that are necessary to support federates to
coordinate their operations and data exchange during a runtime execution. In
other sense, it is the implementation of the HLA interface specification but is
not itself part of the specification. Currently IFACTS uses RTI version 1.3.

5.1.2

IFAD Collaboration and Research Areas

Having presented the IFACTS project in the previous section, this section summarizes contact with IFAD so far, and presents a number possible research areas
discussed with IFAD, that could be interesting in future development of a testing
framework, along with a choice of future work for this project.
IFACT is being developed by IFAD for use in military training. The projects
is under revision control, using a version control system. IFAD is not using
any specific testing methodologies, like unit testing or continuous integration,
but is doing a manual testing, as in manual test oracle, of the application.
Manually testing the application involves performing a sequence of actions in
a live simulation, and thereby visually inspecting the applications responses to
user input. An example of how such a verification can take place, involving a
targeting laser, is given 5.2.
After being introduced to the initial general problem domain of this project,
structured testing in game and simulation development, it became clear that
IFAD were basically interested in the introduction of any or all forms testing
methodology that could be used for IFACTS. Such testing techniques could for
example be unit testing, regression testing or graphical testing. Both a general
purpose testing technique that could be applied at project-wide scale, like unit
testing in general, but also studies of test methods and test case generation for
more specific areas of IFACTS would be interesting. Some of the specific areas
that have been discussed are:
• Performance testing. Testing performance capabilities of the system, for
example stress-testing components like HLA and RTI to observe response
in IFACTS. Measuring of for example performance degrading when introducing a live audio feed system was an interesting area of testing to
IFAD.
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• GUI testing. Testing behavior of the GUI used in IFACTS, which is presented on-screen during simulation. GUI in IFACTS includes for example
an inventory browser, the instrument panel of a plane, or information
like heading and position shown on screen. Testing correct responses in
the application when a user is interacting with for example the inventory
browser, could be an area of work.
• Testing of a dead reckoning subsystem. An area with potential for testing
was IFACTS’ implementation of dead reckoning. This could include testing of distributed elements, to see that dead-reckoning techniques were
behaving as intended, and in a similar fashion, on several participants in
a simulation.
• Graphical testing. Methods for reducing the amount of manual work required to perform verification of simulation behavior were of great interest to IFAD. This included for example methods for checking that certain
graphical elements are present in a scene, or that the simulation responds
in a certain way in response to actions performed by participants in the
simulation.
A study on the effects of implementing more overall software methods, like a
test driven development strategy or continuous integration, were also discussed.
While such areas were ultimately of interest to IFAD, it was realized that it could
be a very resource intensive process for IFAD to undertake a major change in
development methodology, and after some consideration the area was considered
not to be interesting in this project.
After contemplating the discussions with IFAD, it was decided that primary concern of this project, including the future MASTER project, would be
to investigate graphical testing in several areas. The investigation will concern
methods for comparing objects in 3D environments using tools like image matching, methods for testing correct simulation behavior when interacting with the
virtual environment, methods for evaluating responses in the graphical environment to simulation behavior, and methods of developing automation in such
tests.
In addition to the research areas found, it was decided that since no previous formalized testing techniques or tools had been utilized for IFACTS, this
investigation would also include an introduction to techniques that could be
used in simulation development. Since unit testing is generally considered to be
the fundamental component in most testing techniques, the topic would receive
special consideration, and a concrete testing tool that can be used in the future
work was analyzed and selected.

5.2

Graphical Testing in Simulation Development

As discussed earlier, modern games and simulators have many similarities. In
many cases, both use 3D models to provide more interactive and realistic visual effects. To achieve such effects, a substantial amount of the implemented
source code concerns animating, rendering and displaying complex 3D models.
Unfortunately, is seems that a general problem in the development of such 3D
graphical virtual environment applications, is testing and verification of the visual on-screen parts found in such systems. The problem is that the graphical
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parts in such applications are coupled to the underlying model code and that
changes to either of these can effect the other, which can cause unintentional
behavior. It should be pointed out that direct coupling between the graphical
part and the model is a sign of bad design. Instead, one should seek a more indirect loose coupling between these layers by using an interface or an architectural
design pattern like model view control (MVC) [Gamma et al., 1995].
Suppose for the sake of argument, that a 3D first-person shooter game has to
be extended with some new features. Assuming the game already provides functionality for handling equipment and items collected by the controlled character,
and the game has to be extended with a new type of item. Such a change will
affect both the modeling code, responsible of handling the character’s inventory,
and the graphical code responsible for displaying the inventory to the user. In
this case, test and verification of the modeling code, is no different compared to
testing and verification in any other development project. A strategy could be
to use unit tests of all critical parts of the model responsible for realizing the
intended gameplay.
Test and verification of the graphical parts of the game is more difficult,
because even though every assets seem to be rendered and displayed correctly,
there might be inaccuracies that the programmer can not spot by running a
certain passage of the game and observing what happens on the screen.
Figure 5.3 shows a screen capture from the IFACTS simulator, where the
FAC is located at a specific point in the landscape and observes a specific target
point in the terrain through a special night binocular. The conical shape in the
figure represents a light flash from the FAC’s laser pointer. The laser pointer
is used to mark targets on the ground so that the jet fighter can spot these
targets and engage them. The exact location of the FAC is specified by a know
position in three-dimensional Cartesian coordinates (x, y, z) and a know rotation
(φ, θ, ψ) in the terrain. The red numbers in the center of the figure, indicate the
distance and orientation to the target point. If the FAC is placed at the same
position and with the same orientation, then the numbers should be the same.
The most important graphical tests for this particular scene would be verifying
that the laser is show and that it is correctly oriented with respect to the FAC.
Another test would be to verify that the numbers are shown, when the FAC
uses the binocular and they correspond to the actual direction and distance to
the target being observed.

5.2.1

Related Work

The focus of the previous chapters, has primarily been directed towards the
theoretical aspects and technologies involved in creating a test tool for virtual
environments. This section follows up by describing how some of these individual
components previously have been combined into an automated test tool.
Test Automation Tool For VR Applications
In [Bierbaum et al., 2003], a technique for applying automated testing in virtual
reality applications is suggested. This work makes extensive use of the tools for
automating testing described in chapter 4.
The authors propose a design for a testing framework, that uses a so-called
test runner that maintains a list of tests that it manages. Each of these tests
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Figure 5.3: Screen shot from the IFACTS simulator showing a FAC marking a
target in the terrain.
externally monitors the state of the VR application, while the application is
being controlled by pre-recorded input data. When the application reaches a
state that requires testing, the test becomes active and checks the application for
the correct state. In order to automate the testing procedure, input is provided
to the application in a way that responds exactly to how a user would interact
with it. This is done by recording all device input during an application usage
scenario. At key stages during the usage, the input is stamped, and user-defined
aspects of the state are stored. This log of the input data and application state
is used later as the basis of a test case. When the VR application has to be
tested, a test case that monitors the application is created. When the test case
begins its execution, it loads the recorded input into the system. Periodically,
the test case queries the input playback system and the application to get the
current state of both. When the application reaches some checkpoint, the test
case verifies that the application state matches the previously stored state. If
the application state is incorrect, then the test case signals the test runner,
and the test runner alerts the user the failure. When all tests have completed
execution, the application consults the test runner for the test results. At this
point, the user reviews the results and makes changes to fix test failures.
Test Automation For Graphical Applications
Regression testing in graphical virtual environments, involves checking that a
change in the software has not caused a change in the output of the software.
In virtual environments the output is considered to be what the user sees on
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the screen - that is the graphics.
During this preliminary study blogs, forums, and developer sites used by
both the software testing community and the computer graphics community
has been visited. Although, the information about graphical testing in general
and graphical regression testing in particular is limited in these places, it appears
that many people demand tools for this purpose. The same seems to be the case
when searching for academic material. Searching scientific databases do not give
much information about graphical regression testing in virtual environments,
which leads to the impression that this topic has been a neglected research
area.

5.2.2

Graphical Testing Techniques

In the following different problems and strategies involved in creating a testing
tool for graphical virtual environments are discussed.
Images matching
Ideally, a fully automated regression testing tool for 3D graphics would be preferred. Unfortunately, such tools do not seem to exist. Instead, semi-automated
techniques are used. One strategy is to capture scene frames and store these as
images and compare them with reference images of the same scene frames. The
simplest form of this approach requires human intervention. Here programmers
study the captured images and determine if the images match corresponding
reference images. This technique relies entirely on the judgement of the programmer studying the images. By making the matching decision a matter of
human interpretation does impose certain problems, because different programmers might estimate differently.
Another strategy in graphical testing is based on techniques from computer
vision and digital image processing. Again, various images are collected at runtime during the simulation or while running the game. The collected images
should be linked to certain events taking place at certain stages in the application and not be arbitrary selected. These images are later processed by image
algorithms to establish whether scenes have been altered compared to the stored
reference images. The result is made available to the programmer in a status
report, containing pass/fail entries for each comparison performed.
Determining if two scenes from a simulation or a game, when taken at the
same stages but at different times, differ or are identical by capturing and comparing their 2D images can be a complicated affair - especially if the scenes
are from a 3D simulator or a 3D game. In this, case details are obviously lost,
since a 3D scene contains more information than its projected 2D image. A
naive approach is to iterate through the collected images, and for each image
perform a pixel by pixel comparison with the corresponding reference image.
However, there are several problems with this approach. First, if one of the
scenes suffer from z-buffer flickering, the corresponding image inherits this in
form of pixel errors or more precisely the colors of certain pixels vary from the
colors originally in the texture. Secondly, in pixel by pixel comparison every
pixel is weighted the same. This means that distinction between certain regions
in the image becomes hard, because no information is kept about which object
a pixel belongs to.
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Scene Graph matching
Instead of storing selected images as reference models, another approach is to
store selected scene graphs. The stored scene graphs are matched with other
scene graphs by traversing each scene graph and perform node by node comparison. By serializing scene graphs, where the graphics has been validated,
more information is kept compared to image matching which does not contain
information about the 3D effects contained in the environment.
Video matching
Using carefully selected images or scene graphs as basis for scene validation,
only gives a discrete representation of what happens in the virtual environment.
In other words there is no guarantee that errors have not occurred in between
stored scenes. To avoid this, the entire graphical session could be recorded as a
continuous video stream and kept as reference. Like image matching, algorithms
must be used to compare the video streams with the referenced video stream.

5.2.3

Difficulties in Graphical Testing

Graphical validation by image matching contains a number of difficulties. It is
not clear which scenes that should be selected as reference scenes and kept as
images. Another issue that needs to be clarified before image matching is used,
is how evolution in the graphics code should be handled. If modules related to
scene graphics deliberately are modified, procedures for storing the new scenes
should addressed.
Storing scene graphs as reference for graphical validation is a plausible approach to solving the problems associated with testing graphical virtual environments. However, issues like which part of the scenes and thereby which part
of the scene graphs that should be compared need to be clarified. Most games
and simulations contain static models like terrain vegetation and buildings, that
do not change position in the virtual world. Such models could be neglected
the scene graph matching, since once created they are likely to stay unmodified
for a considerable period of time. Another question in scene graph matching,
that needs to be addressed, is how the scene graphs should be stored in a persistent way. One approach might be to serialize the scene graph objects to
disk. Another solution might be to store the scene graph directly in its original
file format. Most scene graphs is build using a hierarchical ASCII format, that
easily can be traversed and important parts extracted for matching and storage.
Video matching solves the problem with discontinuities in the test space,
by narrowing the time between captured frames, and in that way reducing the
likelihood of graphical errors in between frames. Unfortunately, this comes at a
price - namely a considerable amount of video data that needs to be stored and
processed. In image matching, one strategy was to let programmers observe the
captured frames and rely on their judgement in determining if incongruences
in the graphics existed. This approach is not practical in video matching, due
to the huge amount of video that needs to be looked through. Instead, postprocessing of the recorded scenes is necessary in order to reduce the amount of
video the programmers must look through. If the frame rate of a real-time game
or simulation is 30 frames per second, considerable processing time is reserved
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in processing such video sequences - making video matching a less attractive
approach in graphical testing.
Generally, games and simulations often have some degree of non-determinism
in the graphics. For instance weather conditions like cloud formations, do often
follow a pseudo-random pattern to present a higher degree of realism. This
makes it hard to perform matching based on reference comparison, because a
lot of the stored scenes contain random elements that need to be extracted before
a reasonable comparison can be executed. Another source of non-determinism
is user interaction. If users are allowed to operate certain elements, that have a
graphical representation in the game or in the simulator, an infinite number of
possible comparisons must be performed, making it impossible to use reference
matching. A way to avoid such problems, is to insure that scenes selected as
reference scenes are independent of user input and coupled to deterministic
events only.

5.2.4

Results of Graphical Testing

Like in any other situation of software testing it is important to select the
correct tests cases. When testing graphical virtual environments it is important
to perform the correct test cases. It is especially important to understand what
that needs to be tested and why. If testing the rendering engine is considered
to be of significant value, the unit tests should test the primitives of the engine.
Such primitives could be drawing a triangle, drawing a triangle with a light
source off, with a light source on, with two light sources on, with fog, with smog,
with clouds, with still camera, with moving camera, etc. Testing primitives of
this kind might be considered too excessive in an ordinary graphics application,
but in a rendering engine such low level testing is necessary in order to insure
correct level of detail. The testing procedure for this could be:
1. Render a triangle.
2. Capture the triangle and store it in an image.
3. Compare it bit by bit with the expected outcome, which also is an image.
4. Report the test result.
However, if the application under test is a game or a simulation, that uses a
graphics engine, testing of the engine should not be part of the test cases, since
a reasonable assumption would be that the engine framework has been carefully
tested upon creation.
A 3D game might contain a module or a layer, responsible of handling the
logic that realizes the gameplay. Such a module could contain classes like car,
gun, inventory, mountain, player, road, zombie, inventory, etc. Additionally,
classes like sequence, scene, timer, etc. probably also exist. These classes could
be linked together by a class hierarchy composed of association, aggregation,
composition, and inheritance. Testing that the player gets rendered correctly
with the gun in his hand could be a test case, but a more interesting test scenario
would be testing that, when the player starts, he holds a small gun, and when
he finds a big gun he holds a big gun. This sort of testing combines the graphics
code and the underlying model code, by coupling the graphical test case to
events in the model.
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Delta3D Frame Capture

This section presents an experiment in graphical testing in Delta3D. The purpose of this experiment was to create an experimentation platform in Delta3D,
that could be used as a simple prototype for 3D graphical testing in virtual
environments. The prototype is created as a Delta3D project in Visual Studio
2003.
In this experiment a frame capture routine is implemented in an existing
Delta3D project. The captured frames are stored as reference images, that
could be used for graphical scene validation. The purpose of the experiment is
to investigate the possibilities in creating a tool for image matching in graphical
virtual environments. The frame capture experiment is configured to use NAnt
and CCNET as described in section 5.4.1 and 5.4.2.
The application consists of an animated character, modeled as a soldier. The
soldier navigates through a town following a specific path. The graphical scene
is a 3D model, composed of different static objects like houses, rocks, trees,
walls, etc. - all with textures providing a more realistic environment. Figure
5.4 shows the animated soldier navigating around in the town environment.
The red and blue cubes in (a) represent waypoints, which are used to create
nodes in the navigation graph. In (b) the waypoints are connected with lines,
which represent edges in the navigation graph. The navigation graph is used to
calculate valid paths that the soldier can follow.

(a)

(b)

Figure 5.4: Animated soldier in town. (a) Normal view. (b) Navigation edges
shown.
The route that the soldier follows, is created by inserting waypoints directly
into the map of the town. This is done in Delta3D’s level editor, STAGE.
Insertion of waypoints is accomplished via a manual graphical editing process,
where the waypoints are visualized as simple billboards. When editing the level,
the billboards are located just as any other objects (e.g. tree or rock) in the
scene. Upon saving the level, a ray is traced between nearby pairs of waypoints,
and if the ray does not intersect anything, a directed edge is added to the
navigation graph. Figure 5.5 shows the town seen from a camera position above
the buildings. The green rays shown in (a), represent the navigation edges in
the navigation graph. By following the navigation edges, the soldier is able to
move around without colliding with any obstacles present in the environment.
The application consists of the following source files:
• AICharacter.h
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(a)

(b)

Figure 5.5: Town model. (a) seen from a top camera position. (b) Navigation
edges shown.

• AICharacter.cpp

• TestAI.h

• TestAI.cpp

• Main.cpp

The file AICharacter.h provides a class interface to the implementation of the
AI character. The actual behavior of the soldier character is implemented in
AICharacter.cpp, which also contains the constructor for creating a new character. This class is responsible for the logic found in the implementation. That
is the basic AI like path planning methods. The route calculation is performed
by Delta3D’s path planning algorithm. At runtime, the API provides a method
that will attempt to plan a route between two points in the level. This is accomplished by searching the navigation graph using the A* (A-star) algorithm. The
Delta3D A* implementation is resumable, so that the computation of difficult
paths can be split over multiple frames. The function returns the shortest path
to the goal location in the form of a list of waypoints. The actual use of the waypoints to move the character is not handled by Delta3D, but is handled by user
code - in this case by the AICharacter class. Listing 5.1 shows how this is done
in the Delta3DFrameCapture project. The method FindPathAndGoToWaypoint
is member of class AICharacter. This method determines if the exists a path
between the current waypoint and another waypoint specified as input parameter. The call to Delta3D’s A* algorithm at line 60, returns whether a path is
found or not. If a path is found, the body of the if-statement is executed and
every waypoint is rendered green, except the last which is rendered red. If no
path is found FindPathAndGoToWaypoint returns false.
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Listing 5.1: A* path finding in Delta3DFrameCapture project.



bool AICharacter : : FindPathAndGoToWaypoint ( const ←֓
Waypoint ∗ pWaypoint )
{
mAStar . Reset ( mCurrentWaypoint , pWaypoint ) ;
WaypointAStar : : AStarResult pHasPath = mAStar . ←֓
FindPath ( ) ;

57

58
59
60

61

i f ( pHasPath != WaypointAStar : : NO_PATH )
{
mWaypointPath = mAStar . GetPath ( ) ;

62
63
64
65

for_each ( mWaypointPath . begin ( ) , ←֓
mWaypointPath . end ( ) , funcRenderGreen ( ) ) ;

66

67

pWaypoint−>SetRenderFlag ( Waypoint : : ←֓
RENDER_RED ) ;

68

69

return true ;
}
return f a l s e ;

70
71
72

}

73





The file TestAI.h provides a class interface for testing the application. The
actual test of the AI character is implemented in TestAI.cpp, which also contains methods for setting up the scene, placing the camera, loading the map,
and loading the waypoints. The class TestAI extends the class Application,
which is part of the Delta3D engine. The Application class contains a template for creating an application in Delta3D. This template consists of a number
of virtual methods, that provide a basic skeleton for an application. The class
TestAI overrides the following virtual methods from the Application class:
- Config: Sets up the scene by placing the camera and the loading graphics
model and places the character at the first waypoint.
- KeyPressed: Makes the user interact with the application by using the
keyboard.
- PreFrame: Called by the application before drawing the scene and called
in the application loop.
TestAI also contains the method GoToWaypoint, which loops through the list
of waypoints and sends the character to the waypoint specified by the input parameter. The GoToWaypoint-method is shown in listing 5.2. The if-statement
at line 259 checks whether frame capturing is enabled. If this is the case, an
image of the entire scene is stored on disk each time the soldier arrives at a
waypoint. The images are given a unique filename in that all images are named
according to the system time of when they were captured.
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239
240
241

242

243
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bool TestAI : : GoToWaypoint ( i n t pWaypointNum )
{
const WaypointManager : : WaypointMap& pWaypoints = ←֓
WaypointManager : : GetInstance ( )−>GetWaypoints ( ) ;
WaypointManager : : WaypointMap : : const_iterator iter = ←֓
pWaypoints . begin ( ) ;
WaypointManager : : WaypointMap : : const_iterator ←֓
endOfMap = pWaypoints . end ( ) ;

244

bool pHasPath = f a l s e ;
int i = 0 ;
while ( iter != endOfMap )
{
i f ( i == pWaypointNum )
{
pHasPath = mCharacter−>FindPathAndGoToWaypoint ←֓
( ( ∗ iter ) . second ) ;
i f ( pHasPath )
{
mCurrentWaypoint = ( ∗ iter ) . second ;
i f ( debug ) {
std : : cout << " Waypoint number : " << ←֓
pWaypointNum << std : : endl ;
ShowWayPoint ( mCurrentWaypoint ) ;
}
i f ( enableCapture ) {
CaptureFrame ( " s c r e e n s h o t s / a i c h a r a t e r _ s c r e e n ←֓
") ;
}
return true ;
}
break ;
}
++i ;
++iter ;
}
return f a l s e ;

245
246
247
248
249
250
251

252
253
254
255
256

257
258
259
260

261
262
263
264
265
266
267
268
269
270

}



5.2.6



Image Processing In GIL

This experiment explores the Boost library and the Generic Image Library
(GIL). The purpose of the experiment is to investigate the possibilities of using
an image library, that supports reading and writing JPEG images. Boost is
used implicitly in this experiment, because it is a prerequisite for using GIL.
The images collected while running the Delta3DFrameCapture project need
to been matched with other images captured at another execution of the application, in order to establish whether unintentional graphical modifications have
been made to the application in between these runs. To accomplish this task
the Graphical Image Library (GIL) has been investigated. The images captured
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using Delta3D are stored in the JPEG format, which is a compressed image format developed by the Joint Photographic Expert Group. The JPEG format is
used for general purpose, color, still image compression in various applications.
Unfortunately, the JPEG format is a lossy image format due to the compression. This makes image processing more difficult, since most image libraries
and frameworks do not support reading and writing JPEG images. One of the
image libraries that supports the JPEG format is GIL.
In order to use GIL it is necessary to install the Boost library, because GIL
uses functionality included in Boost. A complete description of installing Boost
and GIL including setting these libraries up in Visual Studio 2003, is found in
appendix A.3.
Listing 5.3 shows how GIL is used to read a JPEG image from a file, and
extract the image dimensions.

1
2
3
4
5

#include
#include
#include
#include
#include

Listing 5.3: Reading JPEG images using GIL.



<b o o s t / lambda / lambda . hpp>
<i o s t r e a m >
<i t e r a t o r >
<a l g o r i t h m >
<s t r i n g >

6
7
8
9

#include <b o o s t / g i l / image . hpp>
#include <b o o s t / g i l / t y p e d e f s . hpp>
#include <b o o s t / g i l / e x t e n s i o n / i o / j p e g _ i o . hpp>

10
11

using namespace boost : : gil ;

12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28

29
30

31
32
33
34

i n t main ( )
{
std : : string imagepath = "C: \ \ images \\ j p e g \\ " ;
std : : string imagefile = " t e s t . j p g " ;
std : : cout << "−−−−−−−−−−−−−−−−−−" << std : : endl ;
std : : cout << " L o c a t i o n o f image : " << std : : endl ;
std : : cout << imagepath + imagefile << std : : endl ;
std : : cout << "−−−−−−−−−−−−−−−−−−" << std : : endl ;
rgb8_image_t img ;
try
{
jpeg_read_image ( imagepath + imagefile , img ) ;
}
catch ( std : : exception& ex )
{
std : : cerr << " E x c e p t i o n " << ex . what ( ) << std : : ←֓
endl ;
}
point2<std : : ptrdiff_t> dim = jpeg_read_dimensions ( ←֓
imagepath + imagefile ) ;
std : : cout << " H e i g h t : " << dim . x << std : : endl ;
std : : cout << "Width : " << dim . y << std : : endl ;
return EXIT_SUCCESS ;
}



The purpose of this experiment was to investigate if GIL could be used to
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read JPEG images from stored disk files. The answer to this question is yes.
However, more experimentation with the image processing algorithms included
in the library is necessary in order to decide whether to use the library or
not. Especially, more experimentation with implementation of algorithms for
image matching and image segmentation must be performed. The preliminary
explorations of the functionalities provided by GIL, do not indicate that the
library has such algorithms implemented in advance. Fortunately, GIL and
Boost has numerous data structures and containers.
According to Scott Meyers, the author of the book "Effective C++" [Meyers, 2005],
every C++ programmer should be familiar with the Boost library. He devoted
the final item, item 55 "Familiarize yourself with Boost" to discuss Boost and
the features provide by the library. Among the most important features included
in Boost are:
• String and text processing, including libraries for regular expressions
and tokenizing and parsing.
• Containers, including libraries for multidimensional arrays.
• Template meta programming, including a library for compile-time
assertions.
• Math and numerics, including libraries for rational and random numbers.
• Correctness and testing, including libraries for facilitating test driven
development and unit testing.
• Data structures, including libraries for extending the standard template
library (STL).
• Inter-language support, including a library that allows interoperability
between C++ and Python.
• Memory, including libraries for smart pointers and dynamically allocated
arrays.
Additionally, Boost and GIL make extensive use of the STL, so implementing
image algorithms should be considered a manageable task. Moreover, both
libraries are open source, which is an advantage in this project because most of
the software used is open source.

5.2.7

Image Processing In IPL98

This experiment analyzes the Image Processing Library 98 (IPL98) and investigates how IPL98 is used in VS2003. A simple application using a class from
the library is created. The primary focus in this experiment, is to examine an
image library capable of reading and writing BMP images.
Another images processing library that has been investigated is the Image
Processing Library 98 (IPL98), which is an open source platform independent
image manipulating library implemented in C/C++. IPL98 contains numerous
image algorithms, which is considered an advantage compared to GIL, where
a lot of implementation is necessary in order to realizing image matching. A
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detailed installation guide, including how to build and setup IPL98 in Visual
Studio 2003, is found in appendix A.4.
As previously mentioned, the Delta3D API contains a method for capturing
and storing graphical scenes as JPEG images. IPL98 requires that the images
are stored in BMP format. Therefore changes in either IPL98 or Delta3D are
necessary in order to implement image matching. One solution could be to
implement support for the JPEG format into IPL98 and adapt the algorithms
already present in the library accordingly. Another approach could be to implement support for storing images in BMP format into Delta3D and thereby make
it possible to use the image processing algorithms contained in IPL98. Listing
5.4 shows the implementation done in this experiment.
Listing 5.4: Reading BMP images using IPL98.


1
2
3
4

#include
#include
#include
#include



<i p l 9 8 / cpp / image . h>
<ostream>
<i o s t r e a m >
<s t r i n g >

5
6

using namespace ipl ;

7
8
9
10
11

12
13
14
15
16
17
18

i n t main ( )
{
CImage Img ;
std : : cout << " IPL98 v e r s i o n : " << IPL98_VERSION <<
std : : endl ;
// S e t u p p a t h t o BMP f i l e
string imagepath = "C: \ \ images \\bmp\\ " ;
string imagefile = "mip . bmp" ;
std : : cout << "−−−−−−−−−−−−−−−−−−" << std : : endl ;
std : : cout << " L o c a t i o n o f image : " << std : : endl ;
std : : cout << imagepath + imagefile << std : : endl ;
std : : cout << "−−−−−−−−−−−−−−−−−−" << std : : endl ;

←֓

19

i f ( Img . Load ( imagepath + imagefile )==true )
{
cout << Img << endl ;
}
std : : cout << " F i n i s h e d . . . " << std : : endl ;
i f ( getchar ( ) ) {}
return 0 ;

20
21
22
23
24
25
26
27

}





After having looked how the image storing in Delta3D is implemented, the
overall impression is that it would be considerable easier to add BMP support
for scene capturing in Delta3D, compared to the work in implementing JPEG
support into IPL98. The advantage in this approach is that already IPL98 has
various image algorithms implemented, including image segmentation, contour
tracing, and feature extraction. The disadvantage is that modifying Delta3D
could make future upgrades of the engine difficult, because the code base of
Delta3D is administered by the US MOVES Institute. Unless the changes are
considered to be useful for the general users of Delta3D, it would be naive to
expect that such a change will be included in future releases of the engine. So
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care must be taken when making the change. It should be strived to make a
design that couples well with both Delta3D and the testing framework.

5.3

Unit Test Frameworks

A software project in the field of game or simulation development is likely to
benefit from a systematic testing procedure, in much the same way as traditional
software development project.

5.3.1

Evaluating Unit Test Frameworks

One of the first subjects considered in this project was the introduction of a
unit testing framework. Since no formal testing procedure were reported to be
used in the development of IFACTS, and unit testing is generally considered to
be the most basic and fundamental testing form, it was decided that for development and introduction of a structured testing procedure a formal unit testing
framework were needed. This section describes some consideration done in the
process of selecting and testing a unit testing framework for use in IFACTS.
Unit test frameworks can be found in abundance, both in commercial and
open sources variants. [6], among other, maintains a comprehensive list of available tools for many different programming languages. Especially unit testing
frameworks for the C++ language can be found in many variants and in many
forms. While the Java programming language has the almost ubiquitous JUnit unit testing framework, just as well as the Microsoft .NET platform has
the NUnit framework, the situation is not quite as clear in the C++ world.
C++ programmers have their variant of the famous xUnit family of test tools
called CppUnit, but CppUnit might not be as obvious a choice for unit testing
in C++ as JUnit for Java or NUnit for .NET. First of all, as already written,
there is a large number of tools available, all of them with there own forces
and weaknesses, and more importantly there is very few resources available on
comparisons of those frameworks. No real scientific evaluation of the different
frameworks merit has been done1 , and much of the available scientific literature
available in the field of unit testing perform experiments using Java and consequently JUnit. A quick search of specific framework names on the ACM2 Portal
website shows 18 articles containing the keyword “CppUnit” while “JUnit” is
mentioned in 435 articles in comparison. There is no mentions of specific unit
testing framework comparisons at developer websites and forums such as for
example IBM Developer Network, Microsoft Developer Network ot other C++
community sites, neither as to what to chose, and importantly, why.
Even though scientific and industrial sources are scarce in this area, a single
source on comparing unit testing frameworks can be found at [2], a web site
maintained by the author of the book “C++ for Game Programmers” Noel
Llopis. The article investigates some basic requirements that the author has
found he needs in his work when developing games, and then continues to list
and compare 6 unit testing frameworks. The article, which is from 2004, is
linked an mentioned by many other web sites and seems to be the reference
for such comparisons. A quick, and rather un-scientific, Google search finds
1 or

at least not any that we found
for Computing Machinery

2 Association
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469 other websites linking to the work of Llopis. Llopis’ ultimate goal of the
comparison is to select an unit testing framework that is appropriate for TTD
in a game development project, and as such the evaluation is also considered to
be valid for a graphical simulation development project, such as IFACTS.
Important Features
Llopis starts out by remarking that the reason for the existence of so many testing frameworks for C++ is probably a result of difference in the many compilers
available for C++, the number of platforms supporting C++, and the lack of
a real common coding standard. Therefore an objective choice of framework
should be done based upon a number of feature requirements that are found for
each project. Some suggestions for such criteria are found in the following list:
1. Minimal amount of work needed to add new tests: It should not be necessary to write huge amount of testing code to perform simple tests. Especially not if using TDD.
2. Easy to modify and port: If the project is to run on different platforms
(Windows/Unix, PC/mainframe etc.) the framework must also be capable
of running with that configuration. Or perhaps be ported were appropriate.
3. Supports setup/teardown steps: Some literature recommends using only
a single assert per test, which leads to a high dependency on fixtures due
to the high number of tests.
4. Handles exceptions and crashes well: When tests are automated, the tests
should not stop running just because one or more of the tests causes
exceptions.
5. Good assert functionality: Several asserts should be available, not just
“equals”. Asserts should print relevant information, not just passed or
failed.
6. Supports different outputs: The output of the tests should be customizable
such that it can both be used in a terminal, integrated in an IDE and stored
in files to be parsed by external tools.
7. Support suites: Suites allow gathering similar tests in groups, and help
manage large numbers of test cases.
Additional features that can be considered are timing support, size of environment and documentation/support. Table 5.1 shows a number of the major
testing frameworks espcially tested and compared by Llopis.
Feature Evaluation
Based on the evaluation criteria listed in the previous section a number of important, and not so important features were determined for unit testing framework
for use in game development. Game development is of course many things, so
the criteria are evaluated with IFACTS as a reference project. The features are
listed in order of importance below in this paragraph. The criteria number in
each item refers to the list items in the previous paragraph.
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CppUnit
Boost.Test
CppUnitLite
NanoCppUnit
Unit++
CxxTest

5.3. Unit Test Frameworks

Description
Major framework in the xUnit family.
Heavy weight library with many features.
Collaboration between Llopis and Michael Feathers
on a light weight version of CppUnit
Another light weight CppUnit port.
Framework with easier and more C++ like syntax
than CppUnit.
A C++ testing framework implemented in Perl for
easy scripting

Source
[7]
[8]
[9]
[10]
[11]
[12]

Table 5.1: Collection for unit testing frameworks for C++
1. Criteria 6: The ability to use different output formats is an essential
and very important criteria in the project. Since the purpose is to create
a complete testing framework that acts as fully automated as possible,
the ability to transform and incorporate the output of unit testing into a
central reporting facility is a must.
2. Criteria 4: Exception and crash handling are important, since the size of
the project could mean that, in time, there could be a very large number
of tests. It would be very in-practical if the tests fail at the first exception
every time they are run. Especially, since the ultimate goal of this project
is to create a framework that is as automated as possible.
3. Criteria 2: IFACTS is developed using the .NET 1.1 and Delta3D frameworks, and must be capable of supporting the same, or at least some, of
the platforms these frameworks run on. This is of course an important
consideration.
4. Criteria 5: It is considered important that assert statements give good
information when failing, and that several types of asserts are available.
Especially, since its not 100% clear exactly what kind of code and what
functionality, that are to be tested.
5. Criteria 3: While fixtures are practical they’re not really a must, unless
using few fixtures such as recommended by David Astels for TDD. Even
though not essential, fixtures are still very practical, and were considered
to be wanted in this project.
6. Criteria 1: The amount of work for each new test is not a primary
concern, since the framework is not initially intended for use in a TDD
environment. Unit testing is performed on a as-needed basis, and will
be written by developers trying to validate functionality, or by testers
working on quality assurance.
7. Criteria 7: The ability to suites is a practical option, but as with criteria
3 it is not really considered essential.
In addition to the above ordered requirements list, it was considered that the
unit testing framework must be very throughly documented. Since the unit
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testing framework is introduced as a new technology, it was a high prioritized
criteria, that there both was a well written and thorough documentation, as well
as a good getting started information. Additional, since the project involves the
IFACTS case, and in general are thought to be used in an industrial context,
the unit testing framework should be a stable distribution, that preferably is
used in industrial environments already.

5.3.2

Selecting a Framework

After finding and evaluating a feature requirement list, as discussed in the previous paragraph, the actual work comes down to selecting an appropriate framework. As already shown, there are a mass of unit testing frameworks available
for C++, and testing them all would be a major undertaking. Instead the two
most likely candidates were found based on the work carried out by Llopis, and
by evaluation information and comments found in developer forums, web sites
etc.
Due to some of the primary considerations, industrial use and documentation, the choice is easily narrowed down to the CppUnit and the Boost.Test
frameworks. Both CppUnit and Boost.Test seems to be the frameworks of
choice for large and professional development, while the other frameworks listed
in table 5.1 often receive good comments and recommendations, but are considered to be used in small and “hobby” development projects. This is not an
absolute truth and it is hard to document such an categorization without actually contacting the developers or evaluating the source code of many projects,
which is difficult, especially in large professional projects. Driven by the need
for selecting a few frameworks for further investigation CppUnit and Boost.Test
were singled out. Both receive high marks in industrial use, and both are well
documented, perhaps Boost.Test better than CppUnit, but CppUnit code, examples, and configurations can be found online at a much higher frequency than
Boost.Test. Based on Llopis’ work table 5.2 shows how the two frameworks are
evaluated for use in this project, again with IFACS as a reference for evaluation. This for example, means that while CppUnit scores mixed in portability,
criteria 2, in Llopis’ investigation, it scores good in this investigation, since the
supported platforms are exactly the platforms used in this project. The scores
are from very good to very bad, and are self-explanatory. Table 5.2 shows the
Criteria
6
4
2
5
3
1
7

CppUnit
Very good
Good
Good
Neutral
Neutral
Very bad
Neutral

Boost.Test
Bad
Very good
Neutral
Good
Good
Good
Neutral

Table 5.2: CppUnit and Boost.Test score
prioritized list of requirements and the associated score. Based on the table the
CppUnit framework is the most promising for use in this project, by a small
margin, even though its average score are worse that Boost.Test.
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In addition to the functional demands evaluated in this paragraph two extra
reasons speaks in favor of choosing CppUnit for this project. First, since it is
the goal of this project to investigate the development of an automatic testing framework, a framework that is capable of integrating with an automatic
build server is a major advantage. In section 5.4 an automated build server
is discussed, and the CruiseControl.NET server is introduced into the project.
CppUnit is documented to support exactly this build server [13], while no other
resources have been found that details integration of Boost.Test, or any other
framework, into CruiseControl.NET. Secondly, Delta3D, which is a key component in IFACTS and in this project, comes in source code form with extensive
set of unit tests written using CppUnit. This is of course a major advantage
if the need to modify or extend the Delta3D code arises, and is therefore also
considered to be an advantage of CppUnit.

5.4

Project Automation

Automation is an important part of this project, therefore an automated build
tool has been found and tested. Many software testing, and other engineering,
techniques rely upon automated testing. Automated testing allows developers
and testers to do rapid and reliable tests of an entire code base in a convenient way. While automated testing can be applied directly to a simulation
development project, in the form of for example unit testing, how to test user
interaction in a graphical environment is not that obvious. In the next sections
an example of the stand-alone build system NAnt is done followed by sections
showing configuration of an automated build server.
In this project an automated build server (ABS) for testing in simulation
development is introduced. The purpose of the ABS is twofold: First, the server
is introduced to enable the use of basic automation and building services. This
includes the possibilities of using the server for automated unit, integration and
regression testing, and it includes the possibility of using the server for continuous integration, nightly builds, and automated deployment. These services
are all considered to be basic and general techniques of modern software engineering, and are part of the core capability of the ABS. Secondly, the ABS is
intended to server as a platform for a more simulation specific testing service.
Even though standard testing components, such as unit testing frameworks, are
not intended or practical to use for testing graphical elements in a simulation
or user interaction, the ABS platform can still serve as a central testing and
reporting facility, using custom testing tools, for these kinds of tests.

5.4.1

Project Automation with NAnt

NAnt provides a project with commanded automation as discussed in the Project
Automation section. NAnt consists of a single tool, that can be invoked from
terminal, and which then executes tasks based on targets defined in a configuration file. Below is first an example of how to configure NAnt to build a
C++ project using the .NET 1.1 compiler. The example project is a Delta3D
project, but should be valid for all types of projects. After the first example of
a configuration, a configuration that executes a CppUnit test case is shown and
discussed.
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NAnt Build Tool
NAnt [14] is an open source build tool, with an similar syntax to the popular Java build tool Ant. NAnt offers a number of benefits over command-line
build processes and IDE build tools. First of all, NAnt build files are portable
between different machines and platforms. This means that a NAnt build file
can be distributed along with source code, and developers will then be able to
immediately compile the source code without doing any further configuration.
Secondly, NAnt is capable of only building the necessary parts of a project, by
tracking dependencies. This is an advantage when compiling, and re-compiling
large projects. Third, NAnt supports a variety of tasks, apart from the actual
building of source code. This means that the NAnt tool can be used for many
additional tasks, such as running unit tests, creating and removing folders and
executing programs in general.
In this project the purpose of using NAnt is primarily to investigate the
use of tools external to the IDE used by the developers. Since the outcome of
this investigation eventually is a testing framework, the developers utilizing the
framework should be able to easily perform a complete build and test of their
code, without resorting to a number of different tools. A secondary objective
is to allow a build to be easily replicated in entirety on other machines in the
development environment. If a thorough build and test process is to be introduced in any project, it must be possible to easily use that process on many
machines, without the need to perform a long and complicated configuration on
each developer’s test machine.
NAnt is described on the NAnt website:
NAnt is a free .NET build tool. In theory it is kind of like make
without make’s wrinkles. In practice it’s a lot like Ant.
Basically, NAnt is used to build a project, by setting up the appropriate environment variables and then linking and compiling the required libraries in the
project in the correct order. NAnt is a stand-alone tool, but can be integrated
in an IDE like VS2003, similar to the way Eclipse uses Ant as build tool, and
VS2005 uses MSBuild[15].
NAnt can be integrated with Visual Studio 2003, replacing the default build
system, and can by default use a VS2003 solution file as target. This means
that no additional work is needed when setting up an existing VS2003 project
for NAnt, the NAnt tool can simply use the solution file. Pre-requisites for
installing NAnt is limited to any version of Microsofts .NET frameworks or a
compatible framework, like Mono. NAnt is packages as a ZIP file, and can be
unpacked to any appropriate location.
Integrating NAnt with Visual Studio 2003 VS2003 obviously comes with
its own integrated build system, but there might still be occasions where integrating NAnt with VS2003 is appropriate. One such reason might be if a project
is not originally created with VS2003, and already uses NAnt as build system.
Another might be that more tasks than just building, for example deploying,
copying, running external scripts etc are generally required to be run during
and after compilation. [16] list several more reasons for integrating NAnt and
VS2003, as well as some advise on how to do the actual integration. A short
guide can be found in appendix A.1.2.
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NAnt Configuration
The starting point for an implementation of NAnt and Delta3D is the existing
VS2003 solution file for building a Delta3D project. The Delta3DFrameCapture
solution consists of a single project, which has 5 source code files. Figure 5.6
shown the layout of the project seen in the VS2003 solution explorer. Since NAnt

Figure 5.6: Delta3DFrameCapture solution layout.
by default understands and compiles VS2003 solutions, the simplest possible
configuration is to create a so-called solution target, and point it at the solution
file.

3
4

5

Listing 5.5: A simple NAnt config for VS2003 solutions
<t a r g e t name=" vs2003 ">
<s o l u t i o n s o l u t i o n f i l e =" Delta3DFrameCapture . s l n "
c o n f i g u r a t i o n="Debug" />
</ t a r g e t>


←֓



Listing 5.5 shows such an configuration.
Even though this allows us to build VS2003 solutions externally from VS2003
itself, it does not really fulfill the expectations of what where needed. When
using the solution file, all configurations are naturally read from the solution
file itself, including output directories and etc. Since a general, and better,
solution would be to enable such settings to be controlled from the NAnt file,
further targets must be configured. Many resources have compiled step by step
instructions for using NAnt with Visual Studio solutions. Unfortunately, most
either deal with projects compiling C# projects, or with solutions that are made
with VS2005. VS2005 uses a different format than the older 2003 version, and
additionally includes a NAnt like build tool called MSBuild. Some resources
found on Visual Studio and NAnt include [16], [17], [18] and [19]. In general,
it was observed that in this project the best solution for migrating solutions
from VS2003 to NAnt, was to observe and duplicate the internal command
Bjørn Grønbæk & Brian Horn

100

Test Tool Elements

5.4. Project Automation

lines that VS2003 constructs. Figure 5.7 and 5.8 shows the property window
for the project in compile mode and link mode respectively. By extracting

Figure 5.7: Delta3DFrameCapture compile command

Figure 5.8: Delta3DFrameCapture link command
the command lines of the two sets of properties, it was possible to construct a
configuration as shown in listing 5.6 and 5.7 which compile and link the solution.

18
19

Listing 5.6: NAnt configuration for compiling.



<t a r g e t name=" c o m p i l e " depends=" d i r " d e s c r i p t i o n=" ">
< c l o u t p u t d i r=" b u i l d " p d b f i l e=" Delta3DFrameCapture . pdb" ←֓
o p t i o n s= ’ /Od /D "WIN32" /D "_DEBUG" /D "_CONSOLE" ←֓
/D "_MBCS" /FD /EHsc /RTC1 /MDd /GS /GR /W3 / n o l o g o ←֓
/ c /Wp64 / Z i /TP ’>
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<s o u r c e s>
<i n c l u d e name=" ∗ . cpp " />
</ s o u r c e s>
<i n c l u d e d i r s>
<i n c l u d e name=" C: \ Program F i l e s \ Delta3D_1 . 5 . 0 \ i n c " ←֓
/>
<i n c l u d e name=" C: \ Program F i l e s \ Delta3D_1 . 5 . 0 \ e x t \ ←֓
i n c " />
<i n c l u d e name=" C: \ Program F i l e s \ Delta3D_1 . 5 . 0 \ e x t \ ←֓
i n c \CEGUI" />
</ i n c l u d e d i r s>
</ c l>
</ t a r g e t>

20
21
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28
29





Listing 5.7: A simple NAnt configuration for linking.



<t a r g e t name=" l i n k " d e s c r i p t i o n=" ">
<l i n k output=" exe \ Delta3DFrameCapture . exe " p d b f i l e=" ←֓
b u i l d \ Delta3DFrameCapture . pdb" o p t i o n s= ’ / ←֓
INCREMENTAL:NO /NOLOGO /NODEFAULTLIB:"LIBCMTD" / ←֓
DEBUG /SUBSYSTEM:CONSOLE /MACHINE:X86 ’>
<s o u r c e s>
<i n c l u d e name=" b u i l d \ ∗ . o b j " />
<i n c l u d e name=" c : \ Program F i l e s \ Delta3D_1 . 5 . 0 \ l i b \ ←֓
dtCored . l i b " />
<i n c l u d e name=" c : \ Program F i l e s \ Delta3D_1 . 5 . 0 \ l i b \ ←֓
dtABCd . l i b " />
<i n c l u d e name=" c : \ Program F i l e s \ Delta3D_1 . 5 . 0 \ e x t \ ←֓
l i b \ osgd . l i b " />
<i n c l u d e name=" c : \ Program F i l e s \ Delta3D_1 . 5 . 0 \ e x t \ ←֓
l i b \osgDBd . l i b " />
<i n c l u d e name=" c : \ Program F i l e s \ Delta3D_1 . 5 . 0 \ l i b \ ←֓
d t U t i l d . l i b " />
<i n c l u d e name=" c : \ Program F i l e s \ Delta3D_1 . 5 . 0 \ l i b \ ←֓
dtChard . l i b " />
<i n c l u d e name=" c : \ Program F i l e s \ Delta3D_1 . 5 . 0 \ l i b \ ←֓
dtDALd . l i b " />
<i n c l u d e name=" c : \ Program F i l e s \ Delta3D_1 . 5 . 0 \ l i b \ ←֓
dtAId . l i b " />
</ s o u r c e s>
< l i b d i r s>
<i n c l u d e name=" C: \ Program F i l e s \ Delta3D_1 . 5 . 0 \ l i b " ←֓
/>
<i n c l u d e name=" C: \ Program F i l e s \ Delta3D_1 . 5 . 0 \ e x t \ ←֓
l i b " />
</ l i b d i r s>
</ l i n k>
</ t a r g e t>

31
32

33
34
35

36

37

38

39

40

41

42

43
44
45

46

47
48
49




Listing 5.6 shows a target containing a single compilation task. The CL tag
on line 19 tells NAnt to invoke the .NET compiler, and the outputdir attribute
tells NAnt where the compiler must leave its output. After experimenting with
several complicated configurations, it was concluded that the simplest way, possible the only way, to compile a solution successfully, is to include the options
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attribute, and include command line arguments in the fashion shown on line 19.
Event though some sources, including NAnt documentation, shows command
line arguments included as special attributes, it was not possible in this project
to make a solution compile without resolving to the options attribute. The actual arguments can be studied in detail with the help of [20]. Several of the
arguments may be superficial, for example the /Fd argument, which tells the
compiler to rename the program database, since such argument is already given
with the pdbfile attribute, but it is hard to find documentation determining one
or either. One argument that has to be included is /C, which indicates that
the compiler should only compile, and not link, which in some cases happen by
default, and which invariably leads to failed compilations. Apart from the cl
tag already discussed, the target contains a sources tag which allows NAnt to
compile files from multiple locations, and a includedirs tag, which tells NAnt
where necessary header files are found.
The link task in 5.7 shows the same basic layout, and is prone to the same
option-difficulty as the compile task. Again, source locations are indicated, as
well as the location of library files. It is worth noticing that even though line
46 and 47 tells NAnt where to look for library files, it is necessary to include
the full path to all files. The same situation can be observed in some VS2003
solution properties, where the command line mentions every library by name,
and then continues to list all libraries again, but with full path. This does not
seem to be the case in this solution, but no indication of why or any solution
have so far been found.
Apart from the two tasks just discussed, the complete configuration contains several additional targets, which allows for the creation and deletion of
directories for both object and executable files, and in addition a task which
executes the program in debug mode. These tasks can be invoked as needed,
but the compile and link task has been configured to automatically check for
the existence for their output directories. If they do not exist, the appropriate
target are automatically invoked. Similarly, the link task is configured to depend on the compile task, since it obviously needs link targets. This means that
it automatically invokes the compile target on every execution, to ensure the
existence of target. The compile target acknowledge the invocation, but NAnt
is build to do minimal work, and in the compilation target discovers that the
output directory already contains up-to-date object files, it will not re-run.
An important final note about NAnt configuration has to do with the environment the NAnt executable is run in. The .NET compiler and linker expect
certain environment variables to be present, at least when the configuration is
modified based on VS2003 solutions. Several ways of exporting the VS2003 internal environment variables exist, some which require modification of the Windows registry database. After some experiments it was generally found that the
solution suggested by [21] was the best choice. Even though NAnt supports
setting environment variables with its setenv task, a much simpler solution is to
replace the call to NAnt’s executable, NAnt.exe, with a customized NAnt.bat
file, which then invokes a vcvars32.bat file. The vcvars32.bat file is a .NET file
which exports Visual Studios environment into the current environment.

1

Listing 5.8: NAnt script which include environment variables.



@echo off
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@call " C: \ Program F i l e s \ M i c r o s o f t V i s u a l S t u d i o .NET 2003\ ←֓
Common7\ T o o l s \ v s v a r s 3 2 . bat "
" C: \ Program F i l e s \ nant \ b i n \ nant . exe " %∗



5.4.2



Project Automation with CruiseControl.NET

For scheduled and triggered build of the project, CruiseControl.NET is configured. CCNET allows both triggered builds when configured to listen for revision
changes in the code, or scheduled builds, using a specific interval for executing
tasks. Below, follows several CCNET configurations, which were found to accommodate the requirements set in section 5.4.
CruiseControl.NET Build Server
Where NAnt is a so-called one step build tool invoked by a developer, as described by Mike Clark [Clark, 2004], CruiseControl.NET (CCNET) is an ABS,
suitable for scheduled builds. A scheduled build tool can be used for continuous
integration, giving a project all the benefits reported in section 4.7, or it can be
used for, for example, nightly builds and deployments. CCNET supports some
of the same features as NAnt, in addition to other features, and can be used
in collaboration with NAnt. By using CCNET the build process becomes truly
automated. CCNET checks out code from repositories and compiles, tests and
executes the code where appropriate.
While CCNET can be configured to handle most tasks on its own, essentially
in much the same way as NAnt supports tasks, but when building software the
recommended approach is to use a build tool, like NAnt, in collaboration with
NAnt. Using a stand-alone build tool is recommended essentially because of
portability issues. When creating a custom and complicated build script for a
build tool, the script is usually intended to be used on a number of machines.
If such a script is created for CCNET, only machines running a CCNET interpreter, which is a complete CCNET installation, could execute the script.
Instead, the build scripts should be written in a build tool that can easily be
executed on all developer machines.
CruiseControl.NET Configuration
Listing 5.9 shows the complete configuration for the build server, including NAnt
and Subversion VersioN control (SVN), and in the following section the most
important options are explained.

1
2
3
4
5
6
7
8
9

Listing 5.9: Cruise Control .NET config file



< c r u i s e c o n t r o l>
<p r o j e c t>
<name>Delta3DFrameCapture</name>
< t r i g g e r s>
<i n t e r v a l T r i g g e r s e c o n d s=" 60 " />
</ t r i g g e r s>
<m o d i f i c a t i o n D e l a y S e c o n d s>2</ m o d i f i c a t i o n D e l a y S e c o n d s>
<s o u r c e c o n t r o l type=" svn ">
<e x e c u t a b l e>C: \ Program Files \ Subversion \ bin \ svn . exe</ ←֓
e x e c u t a b l e>
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11

12
13
14
15

16

17
18
19
20
21
22
23
24
25
26
27
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<t r u n k U r l>https: // svn . mip . sdu . dk / bjgrobrhorspeciale / ←֓
source / Delta3DFrameCapture</ t r u n k U r l>
<w o r k i n g D i r e c t o r y>d: \ bjgrobrhorspeciale \ ←֓
Delta3DFrameCapture</ w o r k i n g D i r e c t o r y>
</ s o u r c e c o n t r o l>
<t a s k s>
<nant>
<e x e c u t a b l e>C: \ Program Files \ nant \ bin \ nant . bat</ ←֓
e x e c u t a b l e>
<b a s e D i r e c t o r y>d: \ bjgrobrhorspeciale \ ←֓
Delta3DFrameCapture</ b a s e D i r e c t o r y>
<b u i l d F i l e>cruise . build</ b u i l d F i l e>
<t a r g e t L i s t>
<t a r g e t>run</ t a r g e t>
</ t a r g e t L i s t>
</ nant>
</ t a s k s>
<p u b l i s h e r s>
<x m l l o g g e r />
</ p u b l i s h e r s>
</ p r o j e c t>
</ c r u i s e c o n t r o l>




The root level is the <cruisecontrol> node, which much be in all files. The
next level is the <project> node. Each configuration contains as many project
nodes as needed. Apart from the name <name> node, the project node has
three important3 sub-nodes: <triggers> <sourcecontrol> and <tasks> . The
<triggers> node contain information about which events should trigger an execution of the configurations for the project. In this file the command on line
5 indicates that a trigger is invoked every 60 seconds. If there has been any
changes to the code in the 60 second interval, the code will be rebuild.
Source Control The <sourcecontrol> node allows the build server to connect
to a version control server, in this case a SVN server. The configurations for
the <sourcecontrol> in the order they are used are:
1. Path to a SVN client executable. Here the SVN installation from [22].
2. Path to the repository trunk that should be checked out.
3. Path where the project should be checked out. This is the location where
tasks will run, and the project build.
An important consideration when setting up source control, is where the checked
out source code should be placed. Since the build process should have access
to this code, and the build process might need to create or delete folders and
other resources, this probably should not be in the normal development folder.
Secondly, in this configuration, the SVN binary is run with the credentials of
the CCNET server service. Which means that the user name and password of
the user running the service, must have access to the SVN server.
3 Important

in this context. There are many other important project nodes

Bjørn Grønbæk & Brian Horn

105

Test Tool Elements

5.4. Project Automation

Tasks The <tasks> node contains the tasks that should be executed when the
project is triggered and changes have occurred. In this example a single task is
included: the NAnt build task in the <nant> node. As with the source control
node, a link to the executable is included in the configuration. Then follows
a <baseDirectory> node, that indicates where the executable must be run. In
this example the directory is the same as the directory where SVN checks out
the project code. The next option indicates the name of the configuration file
that NAnt should look for. Finally, the <target> node indicates which of the
possible targets in the NAnt configuration file that should be run.
When setting up the NAnt tasks a single important point must be considered when the target is a VS2003 project. The environment variables used by
VS2003, as discussed in section A.2.2, are not automatically transferred to the
environment where the build server executes its tasks. Depending on the mode
of operation of the build server there are two ways of setting up the VS2003
environment variables for CCNET.
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Chapter 6

Master Thesis Proposal
This chapter summarizes the work done in this project, with focus on evaluating
the literature studied and on the discussion in the previous chapter. After an
evaluation of the project, including a presentation of possible future research
ares, a more detailed vision of the areas to be investigated in the coming MASTER project follows. A proposal of the work that will be done in MASTER, a
title for the project, and finally a time plan is presented.

6.1

Evaluation of the FORK Process

The goal of this project has been to investigate areas concerning virtual environments, military simulations, simulation development and graphical testing
techniques. In section 1.3 these subjects were listed as the primary areas of
research conducted in the FORK project, with the intention of ultimately using
this project as foundation for developing a graphical testing framework. In the
previous chapters the primary focus has been on the study of literature and
background information about these subjects, with the intention of understanding the key elements in simulation development and in testing, both traditional
and graphical.

6.1.1

Process Summary

The review of literature in chapter 2 has provided a good understanding of the
fundamentals of virtual environments, both their intended audience, important
system design choices, and the technical issues developers need to be aware
of. An introduction to the use of virtual environments in military use, in the
form of training simulators, was studied in the same chapter, and technical
terms relating to training simulators were considered. Finally, the important
HLA technology was presented as a core component in professional simulation
development. The study done in this chapter gave a solid understanding of the
basic areas of distributed simulators.
The subjects in chapter 3 was studied with the intention of providing insight
into more technical areas of simulation development. The focus was on the game,
or simulation engines, which make up the core logic of a simulator. Special
attention was treated to the scene graph subsystems and the Delta3D game
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engine was studied in particular, with the intention of using this engine in future
work.
The study for chapter 4 was performed to give an introduction to testing
techniques and tools used in the software development industry. Special attention was given to techniques and tools that were reported to be used in game
and simulation development, with focus on reported experiments with using
such techniques. Project automation tools and techniques were also studied,
with the intention of later incorporating the intended testing framework into
such tools.
Finally, chapter 5 presented a more detailed introduction to the technical
side of the IFACTS project, which ultimately will serve as a test project for
the intended testing framework and a small case for based on meetings with
IFAD was given. An section based on the studied literature, which analyzed
the prospects of developing and using a graphical regression testing tool, was
given, and some accompanying experiments were discussed. An analysis leading
to a choice of unit testing framework that can be used in the future work was
conducted, and finally some sample configurations for, and comments about,
project automation tools were given.

6.1.2

Process Evaluation

The work conducted in this project has focused almost entirely on literature
study of areas concerning the topics introduced in the previous section. Much
scientific literature has been found, and much has been found to be interesting, but not necessarily relevant for the future work to be done. While some
sources actively treats the subjects of this project, most is of very theoretical
nature, and much is written in Java, or other scientific languages. By scientific, it is meant that the language is used in many universities and in much
research, but rarely used in professional simulation development projects. This
is the case of Java, where many research papers use special Java properties to
perform and validate experiments, an option not available in C++ projects.
Many non-scientific sources have also been investigated, developer forums, discussion boards and game development communities in general. While many has
considered graphical testing tools, few have any real advice to give about their
development. Noel Llopis, which is mention several times in the report, being
a distinct exception.
Apart from literature studies, much time has been invested in getting familiar
with the Delta3D framework, and the accompanying CEGUI. Several sample
projects have been studied to understand the mechanics of both frameworks,
with the intention of getting ready for implementing a prototype early on in
the MASTER project. After studying many scientific sources on testing, it
has been decided that actual industrial validation and feedback of the testing
framework is essential, since such experiment reports are mostly missing from
existing literature. The amount of time spend learning Delta3D, CEGUI and
to some extend C++, is thus justified by an intention of creating a working
prototype early on in the MASTER project.
Finally, a considerable amount of time has been spent experimenting with
project automation tools. NAnt and CruiseControl.NET are not easily installed
or configured. Both technologies require detailed configuration in order to be
used in a project, and not all their accompanying documentation is thorough
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or helpful. Since much information about configuration of these tools is best
found by studying third-party web sites and tutorials, the future use of IFACTS,
which is being developed on .NET 1.1 technology and in an older version of Visual studio, has not helped either. Almost all sources available with help for
configurations are using newer versions of Visual Studio and .NET, and the
information given is not always directly applicable. In addition most sources
occupy them-self with matters regarding either Java or C#, and their information can not readily be used in a C++ project.

6.1.3

Possible Future Research

Below follows a list of areas, that has been uncovered as part of this project,
and which it is felt could be interesting areas for future research. These areas
have been considered as the result of inspiration found when reviewing technical
articles and other literature studied for this project, but also through discussions
with the project supervisor and IFAD. Some of these areas are not directly
related to the project motivation and vision, but could still be potential areas
of research for others.
1. Investigating the introduction of project automation and structured testing processes in a professional simulation development environment. While
several of the sources in the studied literature have been doing work in
this area, it is mostly based on either “un-scientific” work, like the LLopis
report [Llopis and Houghton, 2006] where no actual numbers or statistics
are mentioned, or based on a very small group of developers1 . In addition,
most papers are about game development, not simulation development.
2. Investigating the distinction between game and simulation development.
Some similarities and differences have already been pointed out in 1.5.2,
but there is still room for research. The definitions used in this project,
based on [Crawford, 1984] are almost 25 years old, and the distinction
might not be as simple any more. Some modern games feature very realistic environments by using high performance graphic rendering techniques,
and dedicated hardware for physics simulation, and could by some standardization be considered in simulators.
3. Investigate the use of computer game technology in simulation development. Modern simulators already rely on game technology, like the
Delta3D game engine in the IFACTS project, and [Marks et al., 2007] reports on advantages and experience of using a game engine in a simulator
for surgical training. An investigation could cover areas of development of
modern game engines, the uses game components as a sort of “commercialof-the-shelves” approach for professional simulation development, and the
problems and advantages of such a strategy.
These subject are all thought to be possible areas of research, that could bring
valuable knowledge to the areas covered in this project in general. In the next
section several topics that will be covered in the MASTER project are presented
in more detail.
1 actually

it is usually students
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Master Thesis Proposal

Based on the vision presented in the motivation in section 1.1, the vision in 1.2,
and the literature studied throughout the project in general, several possible
areas of research for the MASTER project have been decided for future work:
1. Research graphical testing techniques specifically intended for
graphical environments: Methods for validating correctness in graphical environments are to be investigated further. The focus will be on
techniques that are not readily available in standard testing techniques,
like unit testing and regression testing, but instead focus on techniques
like image matching, scene graph matching, and other techniques that
could be applied in a graphical environment. The research will include
an investigation of which elements simulation developers have particular
problems verifying when doing quality assurance.
2. Research existing image matching techniques, and perform study
of techniques applied to IFACTS / Delta3D: Image matching is
perceived as one possible method of validation correctness in graphical
environments, and further research is intended to uncover various ways of
matching images, including tools and algorithms. The techniques found
will be experimentally validated against a real graphical simulation environment, provided by the IFACTS project, to find particular suitable
techniques, and to investigate whether different matching methods should
be applied in different areas of a simulation.
3. Research test oracle generation, for oracles specifically intended
for graphical environments: Methods for generating test oracles for
graphical environments will be investigated, including methods for obtaining oracle information and for constructing oracle procedures suitable for graphical environments. The possibilities of creating fully or
semi-automated test oracles will be investigated, and if possible evaluated
against IFACTS.
Other areas of possible research that have been listed in the previous section,
may be investigated further if it is deemed appropriate in the MASTER project,
but the primary focus will be the subjects presented above. Based on the above
areas of research and investigation, the title of the MASTER project will be:
Development and Validation of a Testing Framework for Graphical
Simulation Development.

6.2.1

Method of Work

The MASTER project is intended to have a high degree of experimental work,
interspersed with more theoretical study of the subjects selected in the previous
section. It is the intention that the work performed in the MASTER project
can and will be validated with practical experiments, and not only be of a
theoretical nature. To ensure that experiments can be performed and validated
cooperation with IFAD will continue, and the IFACTS project will be used as a
testing environment for the MASTER project. To evaluate the experiments test
results will be analyzed continuously, and through regular contact with IFAD
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feedback on the estimated value and quality of the work will be incorporated
into the project.
To accommodate a experimental approach with feedback from both IFAD
and from experiments, an iterative model of development will be used in the
project. Initial work will be to create a simple and minimal experimental prototype based on the FORK project, and getting the prototype tested and evaluated. Based on analysis of results and feedback from IFAD further study will
be done in the areas of research determined in the previous section, and an
improved version of the prototype will then be created. Figure 6.1 illustrates

Figure 6.1: MASTER project iteration plan
the intended project plan, and as indicated, the starting point from the FORK
project will be development of a first prototype.

6.2.2

Plan and Milestones

The MASTER project will be undertaken in the period 1st of August 2008 to
31st of December 2008. The project is intended to be undertaken in 3 iterations,
with the first iteration starting in the development phase on the 1st of august.
The first development phase will including creating a design for the prototype,
and getting the prototype prepared for the IFACTS project. This will naturally
require collaboration with IFAD, and some initial analysis of where to “start”
the development will have to be done.
Figure 6.2 shows milestone delivery dates for the MASTER project. Each
prototype counts as one milestone, and it is intended to do a full iterative process between each milestone. Initially, the result of the first milestone, delivery
of prototype 1, is to develop a testing framework capable of performing basic
matching operations on screen shots and scene graphs. This is intended to begin a process of investigating different matching methods in different situations,
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Figure 6.2: MASTER milestone delivery plan
and in reality serves to prove the validity of the project. The second and third
milestone goals may change as the project is refined during initial investigation,
but is generally planed so that the second milestone includes basic integration
in the IFACTS development environment. The intention is to investigate the
integration and automation of the framework in an actual development environment. The third milestone is the delivery of prototype three, which is intended
to be a refined version of the previous prototypes. Prototype three is intended
to be used for investigation, validating that a testing framework can be created, integrated and that such a framework can be used in a quality assurance
process.
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Appendix A

Installation and Configuration
Guide
This chapter describes the installation and configuration of various tools, libraries and frameworks used in the project. This is not a review of the particular
technologies, or a discussion of the different technologies particular suitability
in different environments. Even though some of the information in the guide is
of a general nature, the guide is written with the specific tools and settings in
mind that are used throughout the project. No tests of any other configuration
has been carried out, and there is no guaranty that instructions in the guide
work for any other configurations of technologies.

A.1

Configuring Cruise Control .NET for C++

The Cruise Control .NET (CCNET) automatic build server [23] is highly configurable, and can be adapted for a plethora of different development tools.
Unfortunately this also means that the server configuration files are complex
and has a huge amount possible settings. In the following a guide for using
CCNET with a Visual Studio 2003 C++ project and NAnt is presented.

A.1.1

Cruise Control .NET

CCNET can be installed on any Microsoft Windows machine, in this example
a Windows XP Professional installation. The default installation options for
CCNET are appropriate, and no special settings are required. The CCNET
core requirements are limited to the Microsoft .NET 1.0 or 1.1 framework, but
to get the full advantage of the build server, an ASP.NET capable web server
(like Microsoft Internet Information Server (ISS)) is required. In general CCNET consists of three components which is shown in table A.1 along with their
requirements. The CCNET installation folder,called %ccnetfolder%, contains
three folders: Examples, server and webdashboard. The server folder contains
the configuration file, ccnet.config, that should be edited, while other examples
of configuration are found in the Examples folder.
The main configuration of the build server is found in the %ccnetfolder%/server
folder in the file ccnet.config. The format is XML style and allows configura113
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Component
CruiseControl.NET Server
CruiseControl.NET Web Application
Developer desktop running CCTray

Prerequisites
Microsoft.NET Framework Version 1.0 or 1.1
- Microsoft.NET Framework Version 1.0 or 1.1
- ASP.NET-enabled web server (typically IIS
with ASP.NET configured)
Microsoft.NET Framework Version 1.0 or 1.1

Table A.1: CruiseControl.NET installation prerequisites
tion of multiple projects each with multiple tasks1 in on single file. A complete
overview of the many configuration options are found in [24].
Running CCNET in a console
If CCNET is run from a console, the easiest way of setting up the environment
is to execute the vsvars32.bat script. This file imports all environment variables
from VS2003 to the current environment. The script can be executed for each
new terminal, or its is possible to create a script file as shown in listing A.1.
Listing A.1: NAnt script with VS2003 ENV


1
2

3



@echo off
@call " C: \ Program F i l e s \ M i c r o s o f t V i s u a l S t u d i o .NET 2003\ ←֓
Common7\ T o o l s \ v s v a r s 3 2 . bat "
" C: \ Program F i l e s \ nant \ b i n \ nant . exe " %∗



This batch file imports the VS2003 environment before executing the NAnt
executable. To run the scrip automatically, point this CCNET configuration
to the batch file, rather than directly to the executable. It is also possible to
execute the vsvars32.bat script by changing the registry database, both solution
are described by [19].
Running CCNET as a service
To ensure that the CCNET is running always, the server can be added as a
service on the machine where it’s installed. The default installation includes an
executable file that can be used when run as a service. To add CCNET as a
service follow the instructions given by [25]. It is important to notice that the
user account running the service must have access to the SVN server, unless the
CCNET configuration file specifically gives username and password to be used
with SVN. As with the console application, the VS2003 environment variables
must be exported. The environment must be exported by changing the registry
database by following the instruction at A.2.2.
Cruise Control .NET Tools
The CCNET installation includes two non-core components:
• the web dashboard
• the CCTray application
1 like

several different builds, unit testing etc
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The web dashboard can be installed with default settings. The %ccnetfolder%/webdashboard
is automatically linked to the IIS installation on the machine, and the dashboard
can immediately be accessed at http://localhost/ccnet. Figure A.1 shows the
web dashboard used in this project running on the server tek-4116. Three build
projects are shown on the dashboard, all with a successful last build status. The

Figure A.1: The Cruise Control .NET web dashboard.
web dashboard provides access to the latest build status of several projects on
the overview page, as well as more detailed information about builds and errors
on the specific project pages. This is all setup by default, event though build
report formats etc. can be configured if necessary.
The CCTray application is a stand alone application that is able to run on
each developers machine. It polls the build server for project details, and provides a small task-bar icon (in Windows) that shows the current project status,
and gives notifications on important events, like a broken build or a repaired
build. Figure A.2 shows the CCTray application main window. Projects must
be added manually to the tray for monitoring, but the addition of a build server
and projects are straight forward. The application supports several types of
connections, but uses a Microsoft Remoting connection by default, which is
likely to only work on a local network.

A.1.2

NAnt

NAnt [14] is described on the NAnt website:
NAnt is a free .NET build tool. In theory it is kind of like make
without make’s wrinkles. In practice it’s a lot like Ant.
Basically NAnt is used to build a project, by setting up the appropriate environment variables and then linking and compiling the required libraries in the
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Figure A.2: The Cruise Control .NET CCTray main window.
project in the correct order. NAnt is a stand-alone tool, but can be integrated
in an IDE like VS2003, similar to the way Eclipse uses Ant as build tool, and
VS2005 uses MSBuild[15].
NAnt can be integrated in Visual Studio 2003, rather that the default build
system, and can by default use a VS2003 solution file as target. This means
that no additional work is needed when setting up an existing VS2003 project
for NAnt, the NAnt tool can simply use the solution file.
Pre-pequisites for installing NAnt is limited to any version of Microsofts
.NET frameworks or a compatible framework, like Mono. NAnt is packages
as a ZIP file, and can be unpacked to any appropriate location. The NAnt
installation folder will be called %nantfolder% in this guide.
Integrating NAnt with Visual Studio 2003
1. Create a new External Tool by going to Tools | External Tools
2. Click Add to add a new tool
3. Give it a title of "NAnt"
4. Browse to the location of the NAnt.exe file wherever you have it downloaded to
5. Set the initial directory to $(SolutionDir) (where your .build file resides)
6. Click on "Use Output Window"
7. Click OK
To override the shortcut Ctrl+Shift+b, so that it will run the NAnt tool, the
following can be done:
1. Go to the Options dialog by going to Tools | Options
2. Under the Environment node in the tree click on Keyboard
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3. Find the command called "Tools.ExternalCommand1" by entering it the
"Show commands containing:" text box or scrolling through the list
4. Click on the "Press shortcut key(s):" text box
5. Press Ctrl+Shift+B
6. You’ll see it’s already assigned to the "Build.BuildSolution" command but
click on the "Assign" button to reassign it
7. Click OK to close the dialog.
Additional NAnt integration support for VS2003 may be found in [17] where
some advice on how to create support for NAnt configuration files in VS2003
is given. For a good beginners introduction to NAnt configurations [18] is a
very good resource. In this project a very simple build file is used, formatted as
shown in listing A.2.

1
2
3
4

5
6
7
8
9
10

Listing A.2: NAnt config file

<?xml version=" 1 . 0 " ?>
<p r o j e c t default=" run ">
<t a r g e t name=" run " depends=" c l e a n ">
<s o l u t i o n s o l u t i o n f i l e =" Delta3DFrameCapture . s l n "
c o n f i g u r a t i o n="Debug" />
</ t a r g e t>
<t a r g e t name=" c l e a n ">
<d e l e t e d i r=" S o u r c e " f a i l o n e r r o r=" f a l s e " />
<mkdir d i r=" S o u r c e " />
</ t a r g e t>
</ p r o j e c t>



←֓



In this configuration NAnt is simply pointed directly to the .sln solution file.
Note that with this setup there is no immediate way of specifying the specific
target to be run, the default is always chosen.

A.2

Delta3D And Visual Studio

The following explains how to install and build Delta3D 1.5 on a Windows XP
Pro system with Service Pack 2 using Microsoft Visual Studio .NET 2003 (7.1)
with Service Pack 1 as Integrated Development Environment (IDE).
At the time of writing this, Delta3D is available in version 2.0 and Microsoft
has released versions 2005 (8.0) and 2008 (9.0) of Visual Studio since the 2003
release. Using the most resent releases of both products would be preferred,
especially with respect to introducing a structured test process in a existing
development project, as more recent versions of Visual Studio provides mechanisms to refactor code, which is high prioritized objective in TDD. Using the
most recent versions of Visual Studio and Delta3D has not been possible, since
IFAD use more outdated versions of these tools. Porting to a more recent development platform is considered too risky due to the size of the code base.
Additionally, we decided that working on the exact same platform as IFAD
would be easier that converting to a previous platform at a later stage.
The Delta3D installation is available from [26]. The Windows installation
of Delta3D can be performed by using on of the following distributions:
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1. Windows pre-compiled installer including a setup guide.
2. Windows pre-compiled zip package.
3. The C++ source files.
By using the pre-compiled installer a lot of setup is performed automatically
which is preferred. The following describes this approach. Details of installing
Delta3D on other distributions and on other platforms is available from the
Wiki page of Delta3D [27].

A.2.1

Building Delta3D

By running the Windows installer, Delta3D is installed and the some binary
executable examples of the possible features of the engine are made available.
However, to use Delta3D in a development project it is necessary to build the
entire Delta3D library. After installing the library, two Visual Studio solutions
are available:
1. delta.sln
2. delta_all.sln
The delta.sln solution contains the core library files necessary to create Delta3D
projects in C++ and will build only the Delta3D library, whereas the delta_all.sln
solution contains all library files including examples projects and utilities.
Delta3D is build from Visual Studio by the following steps:
1. Open the solution folder: ...\Delta3D\VisualStudio\ from within Visual
Studio and select either the delta.sln or the delta_all solution. Figure A.3
shows the avaliable solutions.
2. Build the solution by selecting Build -> Build Solution from the menu.

A.2.2

Delta3D Development Environment In Visual Studio

To use Delta3D in a custom Visual Studio project, it is necessary to setup a
development environment. The following show the details involved in setting
up various environmental variables in Visual Studio 2003.
Include Files For A Delta3D Project In Visual Studio
The installation of Delta3D has provided a number of environmental variables.
To use the $(DELTA_INC) variable in Visual Studio 2003:
1. Right click on the given project in the Visual Studio Solution Explorer
and select "Properties".
2. Select "C/C++". Different sub-categories appear. Select "General" and
change the field marked "Additional Include Directories" to $(DELTA_INC).
Figure A.4 shows the setup window after performing these steps.
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Figure A.3: Building Delta3D from Visual Studio 2003.
3. In the "C/C++" category, select the sub-category "Code Generation" and
change "Runtime Library" to: Multi-threaded Debug DLL (/MDd)
as shown in figure A.5.
4. In the "C/C++" category, select the sub-category "Precompiled Headers" and set the field "Create/Use Precompiled Header" to: Not using
Precompiled Headers. Figure A.6 shows the setup windows after preforming this step.
Library Files For A Delta3D Project In Visual Studio
Another environmental variable created during the installation of Delta3D, is the
$(DELTA_LIB) variable. To use this variable in Visual Studio the following
steps must be carried out.
1. Right click on the given project in the Visual Studio Solution Explorer
and select "Properties".
2. In the "Linker" category, select the sub-category "General" and set the
field "Additional Library Directories" to: $(DELTA_LIB) as shown in
figure A.7.
3. In the "Linker" category, select the sub-category "Input" and click the
button to the right of the entry marked "Additional Dependencies". This
is show in figure A.8.
4. Add the entries shown in figure A.9 in the input box:
Bjørn Grønbæk & Brian Horn

119

Test Tool Elements

A.3. Boost And GIL In Visual Studio

Figure A.4: Setting up "Additional Include Directories" in Visual Studio.

A.3

Boost And GIL In Visual Studio

The following explains how to install and build Boost and Generic Image LIbrary (GIL) on a Windows XP Pro system with Service Pack 2 using Microsoft
Visual Studio .NET 2003 (7.1) with Service Pack 1 as Integrated Development
Environment (IDE).

A.3.1

Installing And Setting Up Boost And GIL

Boost is available from [28] in different packages and to different platforms.
Only the Windows distribution version 1.34.1 is considered in the following.
This version is packed as an executable Windows install file. Having installed
Boost in C:\Program Files\boost\boost_1_34_1 no building is required since
all environmental variables are setup by the installer.
GIL is available from [29] packaged in a Zip file. After extracting the content
of the Zip file, the boost/gil directory has to be placed into the boost header
directory and the libs/gil directory has to be placed into the boost/libs directory.
Because we need support for reading and writing images in the JPEG format,
it is necessary to add the libjpeg.lib library. This library is available from [30].
The library is packed in the file jpeg6b.src.tar.gz and needs to be unpacked to
C:\jpeg-6b.
Building the JPEG library
To build the JPEG library:
1. Open a Visual Studio command prompt.
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Figure A.5: Setting up "Runtime Library" in Visual Studio.
2. From command line: cd \jpeg-6b
3. From command line: copy jconfig.vc jconfig.h
4. From command line: nmake /f Makefile.vc
5. This creates a library file libjpeg.lib that needs to be added in Visual
Studio.

A.3.2

Boost And GIL Development Environment In Visual Studio

To use Boost and GIL in a custom Visual Studio Project, it is necessary to setup
a development environment. The following briefly explains the steps involved
in setting up a Visual Studio solution that uses Boost and GIL.
Include Files For A Boost And GIL Project In Visual Studio
To use Boost and GIL include files in a Visual Studio Project, the following
steps must be carried out:
1. Start a new project and make it a Win32 Console Project.
2. Right click the project in the Project Solution Explorer and select "Properties”.
3. Select "C/C++". Different sub-categories appear. Select "General" and
add C:/Program Files/boost/boos_1_34_1 and C:/jpeg-6b to the
field marked "Additional Include Directories".
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Figure A.6: Setting up "Precompiled Headers" in Visual Studio.
Library Files For A Boost And GIL Project In Visual Studio
Building the JPEG library has created a lib file that can be used to reference
functionalities provided by the JPEG framework. To use the lib file in a new
solution in Visual Studio the following must be done:
1. Right click the project in the Visual Studio Solution Explorer and select
"Properties”.
2. In the "Linker” category, select the sub-category "Input" and set the field
"Additional Dependencies" to C:/jpeg-6b/libjpeg.lib.

A.4

IPL98 And Visual Studio

The following explains how to install and build IPL98 on a Windows XP Pro
system with Service Pack 2 using Microsoft Visual Studio .NET 2003 (7.1) with
Service Pack 1 as Integrated Development Environment (IDE).
The source code to IPL98 is available from [31] packed in a zip file. The
following guide expects that IPL98 is extracted to C:\ipl98.

A.4.1

Building IPL98

After extracting IPL98 the folder C:\ipl98\projects contains the following directories: borlandbuilder, gcc, and visualc. These directories contain files for
building IPL98 in different compilers. In the following, only the content in visualc is considered. The directory C:\ipl98\projects\visualc\ipl98library holds a
VC++ 6 workspace for building IPL98. Since we use Visual Studio 2003 as IDE,
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Figure A.7: Setting up "Additional Library Directories" in Visual Studio.
a conversion from a VC++ 6 workspace to a Visual Studio 2003 solution is necessary. Converting the VC++ 6 workspace into a Visual Studio 2003 solution
is done automatically by Visual Studio the first time the workspace is opened.
After the conversion, a solution called ipl98library is available and IPL98 can
be build by following the steps:
1. Open the solution found in C:\ipl98\projects\visualc\ipl98library
from within Visual Studio.
2. Select project preferences by right clicking on the project in the Visual
Studio Solution Explorer and select "Properties”.
3. Select "C/C++”. Different sub-categories appear. Select "General” and
change the field marked "Additional Include Directories” to C:\ipl98\source.
4. In the "C/C++” category, select the sub-category "Precompiled Headers” and set the field "Create/Use Precompiled Headers” to: Not using
Precompiled Headers.
5. In the category "Librarian”, select the sub-category "General" and set the
field "Output File" to ../../../lib/ipl98_visualc_d.lib.
6. From the menu in Visual Studio, select "Build” -> "Build Solution” to
build IPL98.
7. After building the solution, a lib file ipl98_visualc_d.lib is generated
and stored in the directory ../../../lib/ipl98_visualc_d.lib.
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Figure A.8: Setting up "Additional Dependencies" in Visual Studio.

A.4.2

IPL98 Development Environment In Visual Studio

To use IPL98 in a custom Visual Studio project, it is necessary to setup a
development environment. The following briefly explains the steps involved in
setting up a Visual Studio solution that uses IPL98.
Include Files For A IPL98 Project In Visual Studio
To use IPL98 include files in a Visual Studio Project, the following steps must
be carried out:
1. Start a new project and make it a Win32 Console Project.
2. Right click the project in the Project Solution Explorer and select "Properties”.
3. Select "C/C++". Different sub-categories appear. Select "General" and
change the field marked "Additional Include Directories" to C:/ipl98/source.
4. Select "Code Generation”. Change the field named "Runtime Library” to
Multi-threaded Debug DLL (/MDd).
5. In the "C/C++" category, select the sub-category "Precompiled Headers" and set the field "Create/Use Precompiled Header" to: Not using
Precompiled Headers.
Library Files For A IPL98 Project In Visual Studio
Building IPL98 has created a lib file that can be used to reference functionalities
provided by the IPL98 framework. To use the lib file in a new solution in Visual
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Figure A.9: Including link libraries in Visual Studio.
Studio the following must be done:
1. Right click the project in the Visual Studio Solution Explorer and select
"Properties”.
2. In the "Linker" category, select the sub-category "General" and set the
field "Additional Library Directories" to: C:/ipl98/lib.
3. In the "Linker” category, select the sub-category "Input" and set the field
"Additional Dependencies" to C:/ipl98/lib/ipl98_visualc_d.lib.
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Appendix B

Studied Literature
The following chapter concerns the literature we have read in the preliminary
phase (FORK). Section B.1 contains a list of all literature obtained in the investigation phase of the project, listed in alphabetical order. The list is not
a bibliography, since not all of the listed sources are referenced directly in the
other sections of this report. Instead it’s meant as an quick overview of all possible sources, their mutual relation and their perceived value in this projects.
Section B.2 gives a description of the different categories used to sort the literature and the basis for the evaluation of the sources. Table B.1 shows all the
sources in short form, along with their category, evaluation and other sources
that the particular sources is connected to.

B.1

Literature sources

To keep the following list more concise only the title and the year of publication
is specified in the first list, while table B.1 gives additional details.
1. 3D Graphics Performance Scaling and Workload Decomposition and Analysis (2007).
2. Aim, fire [test-first coding] (2001).
3. An initial investigation of test driven development in industry (2003).
4. Air Force Handbook (2005).
5. Backwards Is Forward: Making Better Games with Test-Driven Development (2006).
6. Computer Graphics-Based Target Detection for Synthetic Soldiers (2007).
7. Continuous Integration (2005).
8. Delta3D: A Complete Open Source Game and Simulation Engine for
Building Military Training Systems (2006).
9. Delta3D: A Revolution in the Methods of Building Training Simulations
(2005).
126

Test Tool Elements

B.1. Literature sources

10. Designing and Comparing Automated Test Oracles for GUI-Based Software Applications (2007).
11. Design Patterns Elements of Reusable Object-Oriented Software (1995).
12. Distributed Interactive Simulation in the Evolution of DoD Warfare Modeling and Simulation.
13. Effective C++ 55 Specific Ways to Improve Your Programs and Designs
(2005).
14. Effective STL 50 Specific Ways to Improve Your Use of the Standard
Template Library (2001).
15. Empirical Validation of Test-Driven Pair Programming in Game Development (2006).
16. Extreme programming explained: embrace change (2004).
17. Faster 3D game graphics by not drawing what is not seen (1997).
18. Forward Air Controller: Task Analysis and Development of Team Training
Measures for Close Air Support (2007).
19. Introducing Test Automation and Test-Driven Development: An Experience Report (2004).
20. Joint Tactics, Techniques, and Procedures for Close Air Support (CAS)
(2003).
21. Killer Game Programming in Java (2005).
22. Military Training via Wargaming Simulations (1995).
23. Networked Virtual Environments (1999).
24. Open Scene Graph - Quick Start Guide: A Quick Introduction to the
Cross-Platform Open source Scene Graph API (2007).
25. Open-Source Code for 3D Visuals (2007).
26. Python Library Reference (1999).
27. Python Reference Manual (1999).
28. Real-time, continuous level of detail rendering of height fields (1996).
29. Reference Models and Automatic Oracles for the Testing of Mesh Simplification Software for Graphics Rendering (2006).
30. Regression Testing of GUIs (2003).
31. Scaling Continuous Integration (2004).
32. Test Driven Development - by example (2003).
33. Testing GUI Applications (1997).
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34. The C++ Programming Language (2002).
35. The Department of Defense High Level Architecture (1997).
36. The Human Agent Virtual Environment (2007).
37. The State of The Art and The Future of Modeling and Simulation Systems
(2007).
38. Transportation Systems Modeling Using The High Level Architecture (2003).
39. Understanding Virtual Reality - Interface, Application, and Design (2003).
40. Visibility and Concealment Algorithms for 3D Simulations (2004).

B.2

Literature categories, evaluation and references

Table B.1 lists information about the literature sources studied in this project.
All sources are placed in one of the following categories:
1. Test Driven Development
2. Unit Testing
3. Regression Testing
4. Testing GUI
5. Virtual Environments
6. Game Development
7. Graphics
8. Simulation
9. Other
All sources are evaluated solely based on their relevancy in this project, and
the evaluation does not reflect the quality of the research or value of the article
in general. The relevancy is given as a number between 0 and 5, where 0 is
completely non-relevant in the project, and 5 is literature that is used as core
material in the report. An evaluation of -1 indicates that the source have no
written evaluation.
The final column in table B.1 is a list of related literature. This indicate
literature that have been obtained1 and have a similar topic to the source evaluated in this row. It does not mean that the sources are from the same author,
institution or publisher, nor that the sources reference each other in a formal
matter through their bibliographies. It is mearly an indication that in this
project, the sources can be seen to cover the same or overlapping areas.

1 mentioned

in the list in section B.1
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#
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40

Year
2007
2001
2003
2005
2006
2007
2005
2006
2005
2007
1995
1995
2005
2001
2006
2004
1997
2007
2004
2003
2005
1995
1999
2007
2007
1999
1999
1996
2006
2001
2003
2003
1997
2002
1997
2007
2007
2003
2003
2004

B.2. Literature categories, evaluation and references

Category
7
1
1
9
1
7
9
7
7
4
9
8
9
9
4
1
7
9
1
9
9
8
8
7
7
9
9
7
7
3
7
1
4
9
9
8
8
9
7
7

Evaluation
2
5
4
2
5
2
3
4
4
4
4
3
3
3
5
2
4
1
2
2
1
3
5
3
3
1
1
3
5
4
2
2
5
4
4
2
5
2
2
2

References
17

18
8
31
9
8

4, 18, 37
14, 34
34
31, 7
1

4
24, 25
37
25
8, 9
27
26
1
29, 10
7

11
38
37
8, 9
35
23
6

Table B.1: Literature studied

Bjørn Grønbæk & Brian Horn

129

Online Resources
[1] NTSC. U.s. military abbreviation and acronym list.
http://www.2-sir.com/TwinFalls/acronym6.html.

Website, 2008.

[2] Games
from
Within.
Exploring
the
c++
unit
testing
framework
jungle.
Website,
2004.
http://www.gamesfromwithin.com/articles/0412/000061.html.
[3] IFAD. Muster. Website, 2008. http://www.ifad.dk/.
[4] DMSO. High level architecture run-time infrastructure rti 1.3-next generation programmer’s guide version 5. Department of Defense - Defense
Modeling and Simulation Office, 2000. http://dmso.mil.
[5] Alexei
Berillo.
Analysing
nvidia
g8x
performance
in
modern
games.
Website,
2007.
http://www.digit-life.com/articles2/video/g80_units2.html.
[6] Cunningham and Cunningham Inc. Testing framework. Website, 2008.
http://c2.com/cgi/wiki?TestingFramework.
[7] CppUnit
Wiki.
Cppunit.
Website,
http://cppunit.sourceforge.net/cppunit-wiki.

2008.

[8] boost
c++
libraries.
Boost.test.
Website,
2008.
http://www.boost.org/doc/libs/1_35_0/libs/test/doc/index.html.
[9] Michael
Feathers.
Cppunitlite.
http://c2.com/cgi/wiki?CppUnitLite.
[10] Nano
Cpp
Unit.
Nanocppunit.
http://www.xpsd.org/cgi-bin/wiki?NanoCppUnit.
[11] Unit++.
The unit++ testing
http://unitpp.sourceforge.net/.

framework.

Website,

2008.

Website,

2008.

Website,

2008.

[12] CxxTest. Cxxtest. Website, 2008. http://cxxtest.sourceforge.net/.

[13] Confluence.
Using cruisecontrol.net with cppunit.
Website, 2008.
http://confluence.public.thoughtworks.org/display/CCNET/Using+CruiseControl.NET+wi
[14] Sourceforge.
Nant :
A .net
http://nant.sourceforge.net/.
130

build

tool.

Website,

2008.

Test Tool Elements

ONLINE RESOURCES

[15] Microsoft Developer Network.
Msbuild reference.
Website, 2008.
http://msdn2.microsoft.com/en-us/library/0k6kkbsd(VS.80).aspx.

[16] Bil Simser. Simple nant integration with visual studio. Website, 2006.
http://weblogs.asp.net/bsimser/archive/2006/06/06/Simple-NAnt-integration-with-Visual-Studi
[17] Nick
Parker.
Adding
visual
studio
.net
2003
support
for
nant.
Website,
2006.
http://developernotes.com/post/Adding-Visual-Studio-NET-2003-Support-for-NAnt.aspx.
[18] Jean-Paul S. Boodhoo.
Nant starter series.
Website,
http://www.jpboodhoo.com/blog/NAntStarterSeries.aspx.

2006.

[19] X.Y.Z.
Building native c++ projects with nant.
Website, 2006.
http://seclib.blogspot.com/2005/05/building-native-c-projects-with-nant.html.
[20] MSDN.
Compiler options listed alphabetically.
Website, 2006.
http://msdn.microsoft.com/en-us/library/fwkeyyhe.aspx.
[21] Xue Yong Zhi. Building native c++ projects with nant. Website, 2006.
http://seclib.blogspot.com/2005/05/building-native-c-projects-with-nant.html.
[22] Tigris.org.
Subversion
packages.
Website,
http://subversion.tigris.org/project_packages.html.

2008.

[23] Confluence.
Welcome to cruisecontrol.net.
Website, 2008.
http://confluence.public.thoughtworks.org/display/CCNET/Welcome+to+CruiseControl.NET.
[24] Confluence.
Configuring the server.
Website,
2008.
http://confluence.public.thoughtworks.org/display/CCNET/Configuring+the+Server.
[25] Confluence.
The server service application.
Website, 2008.
http://confluence.public.thoughtworks.org/display/CCNET/The+Server+Service+Application.
[26] Sourceforge.
Delta3d : A c++ game engine.
http://www.delta3d.org/.
[27] Sourceforge.
Delta3d
wiki.
http://delta3d.wiki.sourceforge.net/.

Website, 2008.
Website,

2008.

[28] Boost. Boost c++ libraries. Website, 2008. http://www.boost.org/.
[29] GIL.
Generic
image
library.
Website,
http://opensource.adobe.com/wiki/display/gil/Downloads.

2008.

[30] Independent JPEG Group. libjpeg.lib - independent jpeg group. Website,
2008. http://www.ijp.org.
[31] Sourceforge.
Image processing
http://ipl98.sourceforge.net/.

Bjørn Grønbæk & Brian Horn

library

98.

Website,

2004.

131

Bibliography
[Beck, 2003] Beck, K. (2003). Test Driven Development - by example. AddisonWesley.
[Beck, 2004] Beck, K. (2004). Extreme programming explained: embrace change.
Addison-Wesley.
[Beck, 2001] Beck, K. (Sep/Oct 2001). Aim, fire [test-first coding]. Software,
IEEE, 18(5):87–89.
[Bertolino, 2007] Bertolino, A. (2007). Software testing research: Achievements,
challenges, dreams. In FOSE ’07: 2007 Future of Software Engineering, pages
85–103, Washington, DC, USA. IEEE Computer Society.
[Bierbaum et al., 2003] Bierbaum, A., Hartling, P., and Cruz-Neira, C. (2003).
Automated testing of virtual reality application interfaces. In EGVE ’03:
Proceedings of the workshop on Virtual environments 2003, pages 107–114,
New York, NY, USA. ACM.
[Clark, 2004] Clark, M. (2004). Pragmatic Project Automation. The Pracmatic
Programmers.
[Crawford, 1984] Crawford, C. (1984). The Art of Computer Game Design:
Reflections of a Master Game Designer, chapter 1. McGraw-Hill,U.S.
[Dahmann et al., 1997] Dahmann, J. S., Fujimoto, R. M., and Weatherly, R. M.
(1997). The department of defense high level architecture. In WSC ’97: Proceedings of the 29th conference on Winter simulation, pages 142–149, Washington, DC, USA. IEEE Computer Society.
[Darken, 2004] Darken, C. (2004). Visibility and concealment algorithms for 3d
simulations. MOVES Institute - Naval Postgraduate School - California USA.
[Darken et al., 2007] Darken, C., Anderegg, B., and McDowell, P. (1-5 April
2007). Game ai in delta3d. Computational Intelligence and Games, 2007.
CIG 2007. IEEE Symposium on, pages 312–319.
[Darken and Jones, 2007] Darken, C. and Jones, B. E. (2007). Computer
graphics-based target detection for synthetic soldiers. MOVES Institute Naval Postgraduate School - California USA.
[Davis, 1995] Davis, P. K. (1995). Distributed interactive simulation in the
evolution of dod warfare modeling and simulation. volume 83, pages 1138–
1155, Santa Monica, CA 90407-2138 USA. RAND Corporation and Graduate
School of Policy Studies, Proceedings of the IEEE.
132

Test Tool Elements

[Davison, 2005] Davison, A. (2005).
O’Reilly.

BIBLIOGRAPHY

Killer Game Programming in Java.

[Dewan, 2007] Dewan, L. C. C. (2007). Open-source code for 3d visuals. Master’s thesis, Indian Institute Of Technology.
[Eberly, 2001] Eberly, D. H. (2001). 3D Game Engine Design. Morgan Kaufmann.
[Feathers, 2007] Feathers, M. C. (2007). Working Effectively With Legacy Code.
Prentice Hall.
[Fowler, 2006] Fowler, M. (2006). Continuous integration. 2006.
[Gamma et al., 1995] Gamma, E., Helm, R., Johnson, R., and Vlissides, J.
(1995). Design Patterns Elements of Reusable Object-Oriented Software.
Addison-Wesley.
[Garland and Heckbert, 1997] Garland, M. and Heckbert, P. S. (1997). Surface
simplification using quadric error metrics. In SIGGRAPH ’97: Proceedings of
the 24th annual conference on Computer graphics and interactive techniques,
pages 209–216, New York, NY, USA. ACM Press/Addison-Wesley Publishing
Co.
[George and Williams, 2003] George, B. and Williams, L. (2003). An initial
investigation of test driven development in industry. In SAC ’03: Proceedings
of the 2003 ACM symposium on Applied computing, pages 1135–1139, New
York, NY, USA. ACM.
[Gerrard, 1997] Gerrard, P. (1997). Testing gui applications. Presented at EuroSTAR 1997. http://www.gerrardconsulting.com/GUI/TestGui.html.
[Hawkins, 2003] Hawkins, J. A. (2003). Joint tactics, techniques, and procedures for close air support (cas). Technical Report Joint Publication 3-09.3,
Joint Staff.
[Jo Garner and Lorenz, 2005] Jo Garner, Debbie Henderson, S. S. C. and
Lorenz, S. R. (2005). Air force handbook. Technical report, Department
of the Air Force.
[Kenneth E. Hoff, 1997] Kenneth E. Hoff, I. (1997). Faster 3d game graphics
by not drawing what is not seen. Crossroads, 3(4):20–23.
[Lars-Ola Damm and Olsson, 2004] Lars-Ola Damm, L. L. and Olsson, D.
(2004). Introducing test automation and test-driven development: An experience report. In Proceedings of the International Workshop on Test and
Analysis of Component Based Systems (TACoS 2004), pages 3–15.
[Lindstrom et al., 1996] Lindstrom, P., Koller, D., Ribarsky, W., Hodges, L. F.,
Faust, N., and Turner, G. A. (1996). Real-time, continuous level of detail
rendering of height fields. In SIGGRAPH ’96: Proceedings of the 23rd annual
conference on Computer graphics and interactive techniques, pages 109–118,
New York, NY, USA. ACM.
Bjørn Grønbæk & Brian Horn

133

Test Tool Elements

BIBLIOGRAPHY

[Llopis, 2003] Llopis, N. (2003). C++ For Game Programmers. Charles River
Media.
[Llopis and Houghton, 2006] Llopis, N. and Houghton, S. (2006). Backwards is
forward: Making better games with test-driven development. Game Developers Conference 2006.
[Marks et al., 2007] Marks, S., Windsor, J., and Wünsche, B. (2007). Evaluation of game engines for simulated surgical training. In GRAPHITE ’07:
Proceedings of the 5th international conference on Computer graphics and
interactive techniques in Australia and Southeast Asia, pages 273–280, New
York, NY, USA. ACM.
[Martz, 2007] Martz, P. (2007). Open Scene Graph Quick Start Guide A Quick
Introduction to the Cross-Platform Open source Scene Graph API. Skew
Matrix Software.
[McDowell et al., 2005] McDowell, P., Darken, R., Sullivan, J., and Johnson, E.
(2005). Delta3d: A revolution in the methods of building training simulators.
MOVES Institute - Naval Postgraduate School - California USA.
[McDowell et al., 2006] McDowell, P., Darken, R., Sullivan, J., and Johnson,
E. (2006). Dela3d: A complete open source game and simulation engine for
building military training systems. JDMS, 3(3):143–154. The Society for
Modeling and Simulation International.
[Melouk, 2003] Melouk, S. (2003). Transportation Systems Modeling Using The
High Level Architecture. PhD thesis, Texax A& M University.
[Memon, 2002] Memon, A. M. (2002). Gui testing: Pitfalls and process. Software Technologies, pages 87–88.
[Memon and Soffa, 2003] Memon, A. M. and Soffa, M. L. (2003). Regression
testing of guis. In ESEC/FSE-11: Proceedings of the 9th European software
engineering conference held jointly with 11th ACM SIGSOFT international
symposium on Foundations of software engineering, pages 118–127, New York,
NY, USA. ACM.
[Meyers, 2001] Meyers, S. (2001). Effective STL 50 Specific Ways to Improve
Your Use of the Standard Template Library. Addison-Wesley.
[Meyers, 2005] Meyers, S. (2005). Effective C++ 55 Specific Ways to Improve
Your Programs and Designs. Addison-Wesley, 3 edition.
[MSDN, 2008a] MSDN (2008a).
Integration testing.
Website.
http://msdn.microsoft.com/en-us/library/aa292128(VS.71).aspx.
[MSDN, 2008b] MSDN (2008b).
Regression testing.
Website.
http://msdn.microsoft.com/en-us/library/aa292167(VS.71).aspx.
[NIST, 2002] NIST (2002).
The economic impacts of inadequate infrastructure for software testing - executive summary.
Website.
http://www.nist.gov/public_affairs/releases/n02-10.htm.
Bjørn Grønbæk & Brian Horn

134

Test Tool Elements

BIBLIOGRAPHY

[Noonan and Prosl, 2002] Noonan, R. E. and Prosl, R. H. (2002). Unit testing
frameworks. SIGCSE Bull., 34(1):232–236.
[Obermayer et al., 1995] Obermayer, P. E., Schüer, G., and Landwehr, R.
(1995). An implementation of the dis standard in ada. In TRI-Ada ’95:
Proceedings of the conference on TRI-Ada ’95, pages 49–53, New York, NY,
USA. ACM.
[Olan, 2003] Olan, M. (2003). Unit testing: test early, test often. J. Comput.
Small Coll., 19(2):319–328.
[Onoma et al., 1998] Onoma, A. K., Tsai, W.-T., Poonawala, M., and Suganuma, H. (1998). Regression testing in an industrial environment. Commun.
ACM, 41(5):81–86.
[Osherove, 2006] Osherove, R. (2006). The Art of Unit Testing - Chapter 1.
Manning Publications.
[Papasimeon et al., 2007] Papasimeon, M., Pearce, A. R., and Goss, S. (2007).
The human agent environment. Hololulu Hawai’i, USA. Autonomous Agents
and Multi-Agent Systems (AAMAS).
[R.M. Zobarich and Martin, 2007] R.M. Zobarich, T. L. and Martin, L. B.
(2007). Forward air controller: Task analysis and development of team training measures for close air support. Technical report, Defence R & D Canada.
[Rogers, 2004] Rogers, R. O. (2004). Extreme Programming and Agile Processes
in Software Engineering, chapter Scaling Continuous Integration. Springer
Berlin / Heidelberg.
[Shade et al., 1998] Shade, J., Gortler, S., wei He, L., and Szeliski, R. (1998).
Layered depth images. In SIGGRAPH ’98: Proceedings of the 25th annual
conference on Computer graphics and interactive techniques, pages 231–242,
New York, NY, USA. ACM.
[Sibai, 2007] Sibai, F. (11-13 July 2007). 3d graphics performance scaling and
workload decomposition and analysis. Computer and Information Science,
2007. ICIS 2007. 6th IEEE/ACIS International Conference on, pages 604–
609.
[Sighal and Zyda, 1999] Sighal, S. and Zyda, M. (1999). Networked Virtual
Environments. Addison-Wesley.
[Smith, 1995] Smith, R. D. (1995). Military training via wargaming simulations.
IEEE Potentials.
[Stanley B. Lippman and Moo, 2005] Stanley B. Lippman, J. L. and Moo, B. E.
(2005). C++ Primer. Addison-Wesley, 4 edition.
[Stroustrup, 2002] Stroustrup, B. (2002). The C++ Programming Language Special Edition. Addison-Wesley.
[Temizer, 2007] Temizer, S. (2007). The state of the art and the future of modeling and simulation systems. Journal of Aeronautics and Space Technologies,
3(1):41–50. Massachusetts Institute of Technology - MIT.
Bjørn Grønbæk & Brian Horn

135

Test Tool Elements

BIBLIOGRAPHY

[van Rossum, 1999a] van Rossum, G. (1999a). Python Library Reference. Corporation for National Research Initiatives (CNRI), 1895 Preston White Drive
- Reston Va 20191 USA. guido@CNRI.Reston.Va.US - guido@python.org.
[van Rossum, 1999b] van Rossum, G. (1999b). Python Reference Manual. Corporation for National Research Initiatives (CNRI), 1895 Preston White Drive
- Reston Va 20191 USA. guido@CNRI.Reston.Va.US - guido@python.org.
[Wahl, 1999] Wahl, N. J. (1999). An overview of regression testing. SIGSOFT
Softw. Eng. Notes, 24(1):69–73.
[Wikipedia, 2008a] Wikipedia
(2008a).
Distributed
interactive
simulation.
Website.
http://en.wikipedia.org/wiki/Distributed_Interactive_Simulation.
[Wikipedia, 2008b] Wikipedia (2008b).
Unit
http://en.wikipedia.org/wiki/Unit_test.

test.

Website.

[William R. Sherman, 2003] William R. Sherman, A. B. C. (2003). Understanding Virtual Reality - Interface, Application, and Design. Morgan Kaufmann.
[Xie and Memon, 2007] Xie, Q. and Memon, A. M. (2007). Designing and
comparing automated test oracles for gui-based software applications. ACM
Trans. Softw. Eng. Methodol., 16(1):4.
[Xu and Rajlich, 2006] Xu, S. and Rajlich, V. (10-12 July 2006). Empirical
validation of test-driven pair programming in game development. Computer
and Information Science, 2006 and 2006 1st IEEE/ACIS International Workshop on Component-Based Software Engineering, Software Architecture and
Reuse. ICIS-COMSAR 2006. 5th IEEE/ACIS International Conference on,
pages 500–505.

Bjørn Grønbæk & Brian Horn

136

